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Message from the Program Chair 
 
 

It has been my pleasure to chair the seventh edition of the workshop on Real‐Time 
Networks  (RTN’08),  held  in  conjunction  with  the  20th  Euromicro  International 
Conference on Real‐Time Systems in Prague (Czech Republic).  
 
This year, the Call For Papers encouraged submissions on Wireless Sensor Networks 
and Applications, as it is currently a hot and challenging research topic, in particular 
in what concerns timeliness. 13 high quality papers have been submitted and, after a 
rigorous review process, 6 were selected for presentation and are compiled in this 
volume. Almost  all  papers have  received  four  reviews and  a  total  of  18  reviewers 
were involved.  
 
In  addition,  the  workshop  features  two  interesting  invited  keynote  speeches  on 
quite hot research topics on Wireless Sensor Networks and Cyber‐Physical Systems.  
The first talk is given by Prof. Jean‐Dominique Decotignie and tackles the problem of 
the  limitations  of  TDMA  for  efficiently  supporting  real‐time  communications  in 
wireless sensor networks. The second  talk  is presented by Prof. Daniel Mossé and 
discusses  the  challenges  for  efficient  communication  and  data  dissemination  in 
cyber‐physical systems with real‐time requirements.  
 
This  exciting  programme  is  the  result  of  the  cooperation  of  many  people  that  I 
would like to thank for their valuable contribution.   First, I would like to thank the 
Program Committee members for their hard work in the review and dissemination 
processes. I really appreciate the quality of all their reviews, which resulted in this 
exciting  and  high  quality  programme.  I  would  also  like  to  thank  external  expert 
reviewers who provided us with an important support in the review process.  
 
I would also like to express my appreciation to Mário Alves, who provided us with a 
good support and has actively contributed to the dissemination of the call for papers 
in addition to the reviewing process. A particular acknowledgement is dedicated to 
Eduardo Tovar, Jean‐Dominique Decotignie and Gerhard Fohler for their continuous 
support. 
 
Last but not least, many thanks also to the local organization in Prague, in particular 
to Zdenek Hanzálek, who was really cooperative and provided valuable support for 
producing  the  RTN’08  pre‐prints  and  in  the  local  arrangements  to  host  the 
workshop.  
 
I wish you an interesting and inspiring workshop.  
 
Anis Koubâa 
Program Chair of RTN’08 
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Keynote Speech 1 

RealTime and Wireless Sensor Networks:  
Why do we need another view at it? 

Speaker: Pr. JeanDominique Decotignie 

Professor at EPFL & Swiss Center for Microtechnology, Switzerland  

Time: 9:30  10:30  

Abstract  

Networking at the sensory level is now very common. Fieldbusses have been around 
for more  than 2 decades. They  can be  found  in many  types of  application  such as 
factory  automation,  process  plants,  car  automation  or  building  automation.  Since 
the  first  solutions  were  designed  in  the  early  80s,  a  number  of  proposals  have 
flourished and the field is well established both in terms of research and industrial 
use.  Most  solutions  use  wired  transmission  (twisted  pairs,  coaxial  cables,  optical 
fibers)  and  provide  real‐time  guarantees  at  different  degrees.  Establishing  these 
guarantees  has  been  the  subject  of  a  number  of  papers  in  previous  issues  of  this 
workshop. 
Using  wireless  transmission  at  the  sensory  level  is  very  attracting.  It  has  been 
employed  for  years  to  link mobile  robots or  automated guided vehicles  to  control 
and supervision computers. At  the  fieldbus  level, a number of solutions have been 
proposed.  The  Esprit  Project  OLCHFA  designed  in  1992  a  full  wireless  network 
based on the FIP protocol. LON offers some wireless transceivers that can be used to 
built a mixed wired / wireless network. The same applies to the first version of the 
IEC fieldbus. Wireless extensions to Profibus were studied within the R‐Fieldbus IST 
project.  Wireless  HART  is  now  an  established  solution  in  the  process  control 
domain.  
Wireless sensor networks have emerged at the very beginning of  this century as a 
separate subject leading to a huge quantity of publications with little concern about 
time. More recently,  temporal  issues are starting to  interest researchers and there 
are a few proposals claiming real‐time support such as IEEE 802.15.4.  
It  is  tempting  to  reuse  in  the WSN  context  the  solutions  that  were  developed  to 
construct real‐time fieldbusses and the techniques that we employed to analyze the 
temporal  properties.  There  are  however  fundamental  differences  between  the 
propagation  properties  on  cable  and  in  the  wireless  case.  Two  of  them  are  the 
probability  that  a message  is  not  received  correctly  and  the  path  losses. Wireless 
transmission  suffers  from  much  higher  BER  and  higher  attenuations.  While  the 
latter  is  taken  into  account  in most  solutions,  the  former  is mostly  ignored when 
dealing with real‐time properties. For instance, papers keep stating that pure TDMA 
or  IEEE  802.15.4  offer  real‐time  guarantees  because  they  avoid  collisions.  This  is 



true  in  absence  of  transmission  error,  an  assumption  that  does  not  hold  in  the 
wireless domain.  
It  is easy  to show  that hard realtime bounds are  impossible  to guarantee  in 
wireless communications. There  is thus a need to find another way to define 
the  realtime  properties  of wireless  sensor  networks. The  talk will  explore 
some  of  these  ways  and  also  explain  why  pure  TDMA  is  probably  a  bad 
solution to support realtime guarantees. 

 

Pr. JeanDominique Decotignie: Short Biography 

Jean‐Dominique Decotignie is head of the real‐time software and networking group 
at  the Centre Suisse d’Electronique et de Microtechnique SA  (CSEM)  in Neuchatel. 
He  is  also  adjunct  professor  at  the  Ecole  Polytechnique  Fédérale  de  Lausanne 
(EPFL). From 1977 to 1982, he has worked at EPFL and the University of Tokyo in 
the  area  of  optical  communications.  In  1983,  he  joined  the  Industrial  Computer 
Engineering Lab. at EPFL where he became Assistant Professor in 1992. From 1989 
to 1992, he has been the head of an interdisciplinary project o Computer Integrated 
Manufacturing at EPFL. Since  January 1997, he  is with CSEM. His current research 
interests  include  real‐time networks and self‐organising wireless  sensor networks 
as  well  as  software  engineering  and  middleware  for  real‐time  systems.  Dr. 
Decotignie received his MS in 1977 and PhD in 1982 both in electrical engineering 
from the EPFL. He is an IEEE fellow. Besides his publication record (more than 100 
papers  in  international  journals  and  conferences),  Dr.  Decotignie  has  a  long 
experience in leading development and research projects. Between 1989 and 1992, 
he  has  led  the  development  of  an  automatic  flexible manufacturing  and  assembly 
shop  (40  engineers  and  technicians).  From  1992  to  1996,  he  co‐directed  the 
Industrial Computer Engineering laboratory at EPFL (35 researchers). Since, he has 
a  led  a  number  of  industrial  projects  at  CSEM  and  has  been WP  leader  in  half  a 
dozen European projects including Integrated Projects. 



Keynote Speech 2 
 

CyberPhysical Systems, (Realtime) Networking, 
the Internet: where will it go? where will we go? 

Speaker: Pr. Daniel Mossé 

Professor at University of Pittsburgh, USA  

Time: 14:00 - 15:00  

Abstract  

 
Cyber‐Physical  Systems  (CPS)  are  a  new  paradigm  that  will  bring  together many 
distinct areas of computing. One of  the main research topics  in CPS  is networking, 
since  CPS  proposes  to  bring  together  many  different  systems,  into  what's  been 
called "systems of systems" or the "Internet of Things". Even though new hardware 
has  been  enabling  several  developments  in  networking,  there  is  still  many  open 
issues  to  be  solved  before  we  see  the  deployment  of  an  unrestricted  world‐wide 
network where EveryThing will be connected to EveryThingElse. In this talk, we will 
point out some of the issues in the junction of CPS, real‐time, and networking.  
 
In  particular,  we  will  talk  about  data  communication  and  aggregation  in 
sensor networks,  dissemination  of  information  (private  and  public)  in  CPS
related networks, and timeliness issues with widereaching networks. We will 
also describe  some open  research problems  still  to  solve  in order  to enable 
CPS development and deployment. 
 

Pr. Daniel Mossé: Short Biography 

Daniel Mossé received a B.S. in Mathematics from the University of Brasilia in 1986, 
and M.S. and Ph.D. degrees in Computer Science from the University of Maryland in 
1990 and 1993,  respectively. He  is a Professor at  the University of Pittsburgh. His 
research  interests  include  fault‐tolerant  and  real‐time  systems,  as  well  as 
networking.  
The current major  thrust of his  research  is real‐time systems,  power management 
issues, and networks (wireless and security). Typically funded by NSF and DARPA, 
Dr.  Mosse's  projects  combine  theoretical  results  and  actual  implementations.  Dr. 
Mosse has served on PCs and as PC chair for most major IEEE‐ and ACM‐sponsored 
real‐time conferences.  
He was an associate editor of IEEE Transactions on Computers and is currently on 
the editorial board of the Kluwer Journal of Real‐Time Systems. 
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Sameh Gobriel, Robert Cleric and Daniel Mosse 
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Adaptations of TDMA Scheduling for Wireless
Sensor Networks

Sameh Gobriel, Robert Cleric, and Daniel Mossé
Computer Science Department, University of Pittsburgh

{sameh, rac42, mosse}@cs.pitt.edu

Abstract— TDMA has been proposed as the MAC protocol
of choice for wireless sensor network (WSN) activity (e.g.,
sensed movements or environmental activity). However, TDMA
is plagued with shortcomings; we describe modifications to
TDMA that will allow for the same efficiency of TDMA, while
allowing the network to conserve energy during times of low
load (when there is no activity being detected). Recognizing that
aggregation plays an essential role in WSNs, we add the following
techniques to TDMA: (a) transmission parallelism based on a
level-by-level localized graph-coloring, (b) appropriate sleeping
between transmissions (“napping”), (c) judicious and controlled
TDMA slot stealing to avoid empty slots to be unused and
(d) intelligent scheduling/ordering of transmissions. Webelieve
that the unique combination of TDMA, slot-stealing, napping,
and message aggregation will significantly outperforms state-of-
the-art MAC algorithms for WSNs with close-to-optimal energy
consumption and overall delay.

I. I NTRODUCTION

Wireless Sensor Networks (WSNs) are a prevalent area
of research because of the ubiquitous potential presence in
many military and civilian applications [1]. The potentialfor
medium-to-large scale deployments of WSNs is a reality, espe-
cially when considering environmental monitoring scenarios.
In areas that are prone to such events, a set of well-placed
sensors will lead to better management of the large amount of
information that can be delivered by the network.

It is by now known that in-network aggregation [10], [7],
[21] is an essential technique to keep the WSN alive. It has also
been recognized that sensor networks report onlysubstantial
changesthat occur in the WSN in response to an event, rather
than continuously reporting the data sensed [22].

In the case of sensed events, many nodes in the event
area attempt to transmit their data simultaneously. Contention-
based MAC protocols are popular in wireless networks because
they do not require clock synchronization nor global topology
information, and dynamic node joining and leaving are easily
handled. Unfortunately, it is when there is high traffic load
(e.g., an event is detected) that contention-based MACs fail us
the most: collisions lead to lower throughput, higher latencies,
and higher energy consumption. More importantly for real-
time traffic, no upper bound on the delay can be derived.

Time-Division Multiple Access (TDMA) has emerged as a
viable alternative, because slots are reserved for each node
to transmit. TDMA does not suffer from collisions and end-
to-end delay bounds can be guaranteed. When the network

is highly loaded andall the nodes have some data to send,
TDMA is the optimal MAC protocol to be used. The main
disadvantages of early TDMA schemes are (i) when the net-
work is lightly loaded much bandwidth and energy is wasted;
(ii) the need for clock synchronization, (iii) scalability, and (iv)
handling frequent topology changes and time varying channel
conditions.

To deal with the above shortcomings, we devised a set
of adaptations for TDMA that allows for quick response
times in the case of an event reporting, and conserves energy
during times of minimal activity. Because time and energy are
crucial in sensor networks, our focus is on improved energy
consumption and decreased transmission times, when sensors
typically do sensing on a periodic basis but only transmit the
results of extraneous activities to the base station on an event-
driven basis [22].

Our modifications to TDMA achieve a good solution to this
problem by adding the following techniques to TDMA: (a) the
use of parallel transmissions to improve end-to-end transmis-
sion delay and energy consumption; (b) “slot-stealing”, which
reduces energy/power consumption even further during times
of minimal use; (c) aggressively and adaptively sleeping be-
tween transmissions (“napping”); and (d) scheduling/ordering
transmissions intelligently.

Our proposed protocol points in the directions of TDMA
adaptations, which are to become the basis of WSN MAC
protocols. This position paper paper first reviews related work,
in the next section. Then, Section III presents our assumed
network and communication models, followed by the details
and analysis of the TDMA modifications. Section V concludes
the paper.

II. RELATED WORK

Various MAC protocols with different objectives were pro-
posed for wireless sensor networks. These includecontention-
basedMAC, TDMA-BasedMAC, sleep-basedMAC and hy-
brid MAC. However, in this section we are not trying to
give an exhaustive list of these proposed schemes, but rather
we are interested in comparing TDMA modifications to these
available categories. Interested readers can refer to [1],[9],
[12] for surveys of available medium access protocols.

As previously mentioned,Contention-basedMAC protocols
are very simple, do not require infrastructure support nor clock



synchronization; two good examples are B-MAC [17] and
Sift [11]. However, the major drawback of contention-based
MAC protocols is their poor performance, especially when the
network is highly loaded.

Sleep-BasedMAC, on the other hand, tries to avoid idle
listening time and sets the sensor nodes to a low-powerdoze
mode whenever possible to save energy. Examples of such
category include SMAC [28] and TMAC [26] protocols. Their
main problem of such MACs is that it is hard to find out the
parameters of the protocol.

TDMA-basedMAC protocols [3], [5], [18] are more efficient
in high loads and end-to-end delay bounds can be derived.
Slots are assigned to nodes and nodes only transmit in their
assigned slots. Proposed protocols differ in the way such
assignment is done, which ranges from a static slot assign-
ment [3], to using graph-coloring mechanisms and parallel
transmission [5], to dynamic traffic-based slot assignment[18].
Ideally, in TDMA, nodes are only awake when they are receiv-
ing from a child or sending a message. The main drawbacks of
TDMA are the need for clock synchronization and scalability
issues, which can be solved through various mechanisms [25].
Also, to establish the TDMA slots, a contention phase takes
place at initialization time.

To solve the drawbacks of the above MAC protocols,
hybrid MACs have been proposed: a dynamic combination
of conventional MAC schemes based on the network condi-
tions targeting alleviating all the possible drawbacks of these
schemes while combining their advantages. Our proposed pro-
tocol falls into this category. Other examples of this category
include DMAC [14] and ZMAC [19] that combine TMDA
and contention-based protocols. In ZMAC each a time slot is
assigned to a node (owner) and all neighborscontendfor the
slot, if it is not used by the owner. In DMAC, each receiver
has a fixed slot, but its children contend for the sending.

Our modified TDMA makes use of the unique features of
WSN environments, which include data burstiness [11], region
activity [22] and data-aggregation [15], [13], to develop anear
optimal MAC protocol for WSNs.

III. M ODELS

We assume the following WSN model in this paper.
The set of sensors uses a tree-based routing scheme [15], but

it would be as easy to work with multipath routing schemes [6],
[16], [4]). The routing tree is formed at initialization, using
contention-based MACs to propagate the messages. The BS,
that is, the base station (tree root), sends a message with a
routing tree request with its own id and itslevel(distance from
the root, in this case, zero). Any node without an assigned level
that hears this message assigns its own level to be the level
in the message plus one. It also chooses the sender of the
message as its parent. The routing message floods the network
until all nodes have been assigned a level and a parent.

As in a typical WSN environment, sensors are usually just
sensing the environment and very little data is to be sent to

the end user. When an event is detected, all nodes within some
region report their data to the BS, where data must arrive
with low delay. Therefore, the network load is typically low
but has some bursts of activity. Network topology changes
are not frequent (nodes are mostly static) and channel quality
is consistent. In-network aggregation is used: data sent from
several nodes is aggregated at each hop (at each parent) before
being forwarded to a higher level.

For simplicity, we focus on a single BS in the network,
and therefore a single tree is typically formed; this, of course,
can be easily generalized when multiple trees [3], [24] are
considered by running the scheduling algorithm with delimited
regions at each BS. As usual for WSNs using TDMA, for
each query, a tree is formed and a schedule is created to
determine when each sensor senses/sends/aggregates data from
the field. Three passes through the tree are required to obtain
the final schedule. The first pass is to construct the tree
routing structure. The second pass propagates the tree structure
and neighborhood list to the base station. The base station
computes the schedule, based on nodes’ level and neighbors.
On the third and final pass the schedule is distributed by the BS
to the sensors. It is easy to see that there areO(n) messages
for the tree construction, wheren is the number of sensors.

The power consumption model is based on MICA-Z sensors
[23], which corresponds to the typical sensor nodes: the power
used to transmit is slightly higher than to receive, which
is much higher than power needed to be idle. Furthermore,
sensors can go into a sleep mode, but have atransition time
overhead to move to/from sleep mode.

Similar to all TDMA-based MAC protocols [24], clock
synchronization is achieved through various mechanisms [25],
[20].

IV. M ODIFICATIONS TO TDMA

A. Outline and General Idea

To illustrate our protocol, consider the simple network
shown in Figure 1, where dotted circles represent neighbor-
hood regions. Node 0 represents the base station to which
all data should be routed. A conventional TDMA scheme
will assign one time slot for each sensor node to yield a
linear schedule with a total of 12 time slots. However, it is
easy to notice that sensors outside each others’ range can
simultaneously transmit (e.g., sensors 5 & 7), and thus, the
schedule length can be shortened. Finding the shortest schedule
is known to be an NP-hard problem, and several approximation
algorithms (e.g., graph coloring [2], [8]) can be used to solve
this problem.

Because we are dealing with a WSN, our scheduling prob-
lem has two additional constraints: (i)No child is to be
scheduled after its parent(e.g., node 9 must precede node
4), because parents aggregate data from children nodes; and
(ii) nodes that are sending to a common parent (e.g., nodes
4 and 3) must be scheduled in different time slots, althoughs



Fig. 1. Example of a Sensor Network

these nodes might be outside each other range (hidden nodes).
This is because of possible collision at the receiver.

Because the graph-coloring solutions are complex, we use
approximate solution that is applied (a) to the constraint
graph among the network nodes and (b) level-by-level in the
constraint graph (rather than a global solution). The problem
of finding the shortest schedule is equivalent to finding the
minimum set of colors assigned to nodes in this constraint
graph and then designating a time slot for each new assigned
color.

The resulting TDMA schedule for the network example is
shown in Figure 2, where each node is assigned a time slot
to transmit its data. Details will be given in the next section.
The schedule has parallel transmissions because they satisfy
the constraint graph.

When traffic load is high (e.g., when an event is detected and
all data throughout the duration of the event must be reported
back to the BS), each node will transmit its own data and
the agregated data from its children in its assigned slot, and
hence guarantee the end-to-end delay. Intuitively, in highload
situations, TDMA with approximate graph coloring is close to
optimal.

Fig. 2. Parallel TDMA Schedule

When traffic load is light, we use a technique we callslot
stealingon top of the TDMA schedule. Slot stealing uses the
concept ofslot owner, or the node assigned to a particular slot
in the TDMA schedule. For example, in Figure 2, node 8 is the
owner of slot 3. The main idea of slot stealing is as follows:
if the slot owner has no data to send in its assigned slot, some
other node (a potential slot stealer) can take over this slotin

a controlled way and send its data (earlier than its own slot).
Instead of contending for accessing a free/empty slot like in
other proposed hybrid schemes, we use a priority scheme, say,
based on the ordering in the time schedule1. For example, if
node 8 doesn’t use its slot, node 9 will use it if it has data; if
9 doesn’t have any data, node 11 can take over.

Two issues should be mentioned. First, we only propose
using localized slot stealing, that is, for nodes sending to the
same parent (e.g., nodes8, 9 and11), because the parent (in
this case node4) is already awake and is listening to the
medium for possible data transmission from the slot owner.
Second, if a parent detects a free time slot, that is, neitherthe
owner nor any stealer used the slot, this means that none of
its remaining children has anything to transmit. As a result,
the parent node can turn its radio off (napping), which saves
idle energy consumption. Napping can also be used when
a parent knows all its children have already finished their
transmission, but there is still plenty of time until its own
slot for transmission (i.e., its parent node is not yet awaketo
receive the aggregated values).

B. 1-Level Coloring for Parallel Transmissions

As previously described, the problem of finding the shortest
schedule can be reduced to the problem of coloring the
constraint graph for the network using the minimum number
of colors (both problems are known to be NP-hard). The
constraint graph is constructed taking into account not only
the parent-child and parent-parent constraints, but also on the
interference constraints; in fact, the constraint graph can be
build with the RID (radio interference detection) proposed
in [29]. In that way, the graph considered is such that an
edge between two vertices (nodes) indicates that there is a
color constraint between these two vertices and they can not
be colored the same, that is, these nodes can not be scheduled
to transmit in the same time slot. The following are the set
of constraints that have to be satisfied in addition to the RID
constraints:

1) No two nodes that share the same parent can have the
same color.

2) A parent and a child cannot have the same color.
3) Any other pair of nodes A and B may only share the

same color if

a) Node A is not a neighbor of node B’s parent
b) Node B is not a neighbor of node A’s parent

Clearly, satisfying the above constraints, and by one-to-one
mapping of colors to transmission slots, it is guaranteed that
the resultant transmission schedule is collision-free. This is
because the first two constraints prevent collision among the
nodes within the same neighborhood region, while the last
constraints prevent collisions among hidden nodes.

1The priority scheme need not be static as in this example, andcan be
based on factors such as battery level.



On the other hand, the above constraints are not sufficient
to handle the case of aggregation, because they do not obey
precedence constraints: we should prevent scheduling a parent
to transmit earlier than the slot assigned to one of its children.
One way of handling aggregation is by augmenting the net-
work constraint graph with new edges corresponding to these
new order constraints among the nodes, and then applying the
coloring algorithm to obtain the minimum set of colors.

In our protocol we adopted another solution which we call
level-by-levelcoloring. The main idea of this solution is to
apply the coloring algorithm on each level by itself starting
from the leaves (leveld, whered is the tree depth), followed
by level d− 1 and continue coloring until the root is reached.
Intuitively, the local coloring approach might result in slightly
longer schedules than those achieved by the global coloring,
especially for the case of unbalanced trees. On the other hand,
it has the following attractive properties: First, it guarantees
that aggregation ordering constraints are never violated.By
construction, by scheduling the whole levelL+1 before level
L, it is always the case that children are scheduled to transmit
before their parents. Second, the number of constraints handled
by the level-by-level coloring approach are much lower than
that handled in the case of tree coloring, consequently, the
running time of the coloring algorithm is small and can be
implemented very efficiently. Finally, level-by-level coloring
is a local coloring approach, and hence, it can also to be
implemented as a distributed coloring algorithm and executed
among the sensor nodes themselves to adress scalability.

The graph coloring heuristic we used in this paper is based
on the least constraining value approach [27]. Mapping the
minimum set of colors to transmission slots is a straightforward
process, where nodes with the same color are scheduled to send
in the same time slot. However, the following two heuristics
can be used to further shorten the transmission schedule or to
decrease the energy consumption:

• Reverse scheduling: parents with fewer children will
be scheduled later. Hence, reverse scheduling allows the
parent with only 1 child to sleep the first few slots, and
to only wakes up later to receive the child’s data. This
reduces the idle time that the parent is awake between
when it receives data from its child and the time when it
actually transmits aggregated data to its own parent.

• m-level enhancement: use a limited multi-level coloring
scheme. This is similar to single-level coloring, but adds
an additional step, as follows: after each colorc for a
given level i has been colored, the coloring algorithm
checksm levels above (i − 1, i − 2, ..., i − m) for any
leaf nodes that can be scheduled along with colorc,
that is, any nodes that have no children and do not have
conflicts with any of the nodes in leveli. All such nodes
are scheduled to transmit in parallel with the other nodes
of color c on level i.

The above algorithms form the basis of our modified,
adaptive TDMA schedule. Next, we describe how slot stealing
can improve performance both in terms of reduced energy
consumption and end-to-end delays.

C. Slot Stealing

As mentioned above, if nodeX is the owner of a time slot
τx but has no data to transmit, and its neighborY does, then
Y can “steal”τx to transmit. A complete description of slot
stealing follows: determine potential stealers, detect slots to be
stolen, and carry out slot stealing itself.

a) Determine Potential Stealers:The conditions that
have to be satisfied forY to be considered as a potential slot
stealer ofX ’s slot are the following:

• X andY have to be direct neighbors.Y should be able
to listen toX ’s data to detect an unused slotτx.

• X and Y should be transmitting to the same common
parentP , because a common parent is already awake
during τx, waiting to receive some message fromX .

• If X and Z are scheduled in the same time slot (i.e.,
τz = τx), then eitherY should not be a hidden terminal
from Z and thusY and Z ’s messages do not collide,
or such collision is permissible but the system is able to
recover from it (see Stealing Algorithms below).
b) Detect Unused Slots:SinceY is a direct neighbor of

X , then Y can detect an unused slot by simply listening to
τx. However, the length of one time slot in this case must to
include time for listening for unused slots and sending data.
As a result,τx is extended withk so-called “∆-slots”, wherek
is the number of children per node and∆ is the time needed to
detect that the channel is free, including clock synchronization
skews.

The energy overhead associated with slot-stealing is because
Y has to wake up earlier than its assigned slot and listen to
τx for a possible stealing opportunity. However, we believe
the energy gain achieved by slot stealing will outweigh this
overhead.

c) Stealing Algorithms:As previously mentioned, ifZ is
a hidden node fromY andτx = τz then a collision can occur
betweenY andZ, if Y stealsX ’s slot. Next, we describe three
possible ”stealing” methods, that differ in the way they handle
such collision. These are (1) moderate stealing (StealM ),
(2) conservative stealing (StealC) and (3) aggressive stealing
(StealG).

StealM augments the constraint graph to avoid collisions
among hidden nodes, as follows. After the initial coloring of
the tree, the algorithm considers all the nodes that may be
able to steal from their neighbors. Let nodeY be one such
potential stealer, stealing a slot from nodeX . It then checks
the neighborhood list and if it is found that nodeY could cause
a collision with another node, sayZ, it adds an additional edge
(constraint) betweenY and Z (i.e., the potential stealer and
the potential collision sufferer). This is done for all possible
stealing situations. After all of the additional edges havebeen



added, the algorithm then re-colors the constraint graph taking
into consideration the additional edges. The end result is a
newly colored tree that removes any potential conflictsa priori.

Fig. 3. Slot Stealing and Collision

For illustration consider the network shown in Figure 3: a
parent nodeP1 has three childrenc1, c2, andc3, scheduled in
this order and colored red, blue, and green (recall that each
color transmits in one time slot). Another parentP2 is located
at the same level asP1. P2’s child of interest,c5, is also colored
redundancy (no conflict withc1). Assume that only nodesc3

andc5 have data to transmit. Because nodec3 is within range
of parentP2, if nodesc3 andc5 were to transmit in the same
slot (in casec3 stealsc1’s slot) there would be a collision
at parentP2, a typical collision scenario between two hidden
nodesc3 and c5. In StealM method, edges will be added to
the network (fromc5 to bothc1 andc2), and hence, re-coloring
the resulting graphc5 will not be colored the same color (red)
asc1.

The down side ofStealM is that it reduces parallelism be-
cause it adds additional colors–and thus slots–to the schedule,
increasing the end to end delay (schedule length), in addition
to the overhead of adding edges and re-coloring the graph at
tree setup time.

StealC is ”conservative slot stealing”; contrarily toStealM ,
no new constraints (edges) are added to the graph to be
colored, to increase transmission parallelism. In this way, it
allows for slot stealing but only if collisions will not occur
between any two nodes.

Reconsidering the network example shown in Figure 3.
StealC will determine that nodec3 will not be able to steal
the slot assigned for nodec1, a priori, because of possible
collision with nodec5, hence,c1’s slot (and alsoc2’s slot) will
be marked as unstealable for nodec3. Clearly, StealC does
not unnecessarily increase the latency and schedule lengthby
introducing extra edges, but on the other hand, wastes some
stealing opportunities.

StealG, our last proposed method, is more aggressive.
Rather than preventing collisiona priori during the scheduling
time, StealG recovers from collisionsonline during the data
transmission time. If a node will cause a collision when
stealing a higher priority node’s slot, the stealer node will give
up stealing this slot. It may then either wait for its assigned
slot (of which it is the owner) or it may attempt stealing a new
free slot (if any exists).StealG uses a handshake between a child node and its
parent to avoid collision, similar to the old daisy chaining
of interrupts. As illustrated in Figure 4, this is achievable by
extending the data slot for each node by one extra∆-slot, that

Fig. 4. StealG and Stealing Advertising

is, each data slot is extended byk + 1 ∆-slots instead ofk
∆-slots, wherek is the number of children per node.

In StealG, the ∆-slots are used differently from the other
two algorithms. A∆-slot is used by a child to detect unused
time slots and also to advise the parents whether it has data
to transmit or not, as follows. Consider a child nodeci whose
order (priority) to access the current time slot isi. ci keeps
sensing the medium fori − 1 ∆-slots, and if the channel
is free, ci sends its“I-have-data” signal in theith ∆-slot.
The parent, upon detecting a signal in thei ∆-slot, responds
by signaling continuously from∆-slot i + 1 to ∆-slot k + 1
and hence all the remaining lower priority children (including
those that may be hidden from the highest priority node) will
remain silent during the data transmission phase and collision
is avoided. As a result, the highest priority child among those
who have data to transmit will always be granted access to
the time slot. Moreover, as previously described, a circular
transmission priority–based on the order in the schedule–is
used (see Figure 2). Hence, the owner of a slot will always
have the highest priority and will be granted the slot if it has
some data to send, followed by the neighbor sending to the
same parent and is next in the schedule.

The energy overhead associated withStealG is due to three
factors: parents having to listen to all extra∆-slots, children
having to be awake during each slot they want to steal, and the
extra mini packets transmitted by each child before successful
transmission. On the other hand, freek∆-slots indicate that
neither the owner of the slot nor any of the remaining potential
stealer nodes have any data to transmit, hence, the parent can
go to sleep earlier. We believe that the energy gain achieved
in the latter case outweighs the overhead paid in the former
ones because of the low activity levels in WSNs.

To summarize the main ideas:StealM andStealC prevent
collisions from happening, whileStealG checks if there are
collisions at runtime.StealM sacrifices parallelism for steal-
ing and increase the schedule length.StealC favors shorter
schedules over slot stealing, and never steals if a collision can
occur.StealG is more dynamic, collisions are avoided based
on the data distribution pattern in the network atrun time,
and thus allows for maximum parallelism (no new constraints
are added), and at the same time, it tries to steal whenever
possible.



V. CONCLUSION AND FUTURE WORK

In this position paper we presented the basic ideas for
modifying the TDMA MAC protocol for sensor networks. It
allows for quick response time from sensor queries during
bursts of activity and at the same time it allows the network
to conserve energy during periods of light load.

Our main objective was to combine the advantages and
overcome the disadvantages of the different conventional MAC
protocols when applied in a sensor network. Hence, such
modifications of TDMA allow the network to adapt to the
changing conditions and to balance end-to-end transmission
time and energy consumption. Our protocol modifications add
the following techniques to TDMA: (a) the use of parallel
transmissions to improve end-to-end transmission times and
reduction in energy; (b) “slot-stealing”, which reduces en-
ergy/power consumption even further during times of minimal
use; (c) aggressively and adaptively sleeping between transmis-
sions; and (d) scheduling/ordering transmissions intelligently.

Our preliminary evaluation shows good promise; in the near
future we intend to carry out extensive simulations of our
protocol, comparing it with other WSN MAC protocols. We
will also study the feasibility of implementation of the TDMA
algorithm in a real WSN platform, given the problems of
TDMA in general: clock synchronization, formation of the
routing tree (need a contention-based phase), and reconfigu-
ration of the routing tree (frequency, overhead, etc).
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[3] A. Berfield and D. Mossé. Efficient scheduling for sensornetworks. In
IWASN, July 2006.

[4] Jeffrey Considine, Feifei Li, George Kollios, and John Byers. Approxi-
mate aggregation techniques for sensor databases. InICDE, 2004.

[5] S.C. Ergen and P. Varaiya. TDMA scheduling algorithms for sensor
networks. Technical report, Department of Electrical Engineering and
Computer Sciences University of California, Berkeley, 2005.

[6] Sameh Gobriel, Sherif Khattab, Daniel Mossé, Jose Brustoloni, and Rami
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Abstract

Coordinating teams of mobile robots can be applied to
many applications, from rescue to demining and security.
To be effective, such coordination requires real-time com-
munication, given the time-sensitive nature of the robots
state data. Unfortunately, combining real-time capabilities
and wireless communication is hindered by the openness
and unpredictability of the medium, frequently leaving no
choice than using best effort approaches. We advocate that
adaptive/reconfigurable techniques can play a positive role
in such cases. Therefore, after discussing general issues
that are relevant for communication among mobile robots
we focus on the benefits that adaptive approaches can bring
along. We consider the CAMBADA team of soccer robots
for the Middle-Size League of Robocup and briefly de-
scribe the self-reconfiguration of an adaptive-TDMA pro-
tocol according to the number of active robots including
a join/leave distributed mechanism. Practical experiments
confirm the effectiveness of such approaches.

1 Introduction

Coordinating several autonomous mobile robots in order
to achieve a common goal is an active topic of research [9].
This problem can be found in many robotic applications,
either for military or civil purposes, such as search and res-
cue in catastrophic situations, demining or maneuvers in
contaminated areas, or even transportation of large mate-
rials. The desired coordination always requires some kind
of communication, typically wireless, but the specific com-
munication requirements can vary substantially from case
to case. For example, the coordination can be reduced to
communicating rare synchronization events with a coarse
precision of a few seconds, or it may require supporting a
closed loop of feedback control with an execution period of
a few miliseconds. It may also require the exchange of a few
data bytes, such as simple sensor readings, or larger chunks
of data, such as images or large state data structures. These

specific requirements will dictate the kind of protocol that
should be used.

Since the state of the robots and their environment is dy-
namic, the data exchanged for coordinating multiple robots
is always time-sensitive and thus the communication proto-
col should always exhibit some level of real-time capabil-
ities. Nevertheless, achieving such capabilities with wire-
less communication is a challenge, given the openess of the
medium (transmissions from external nodes cannot be pre-
vented) and its susceptibility to interference from many di-
verse sources (multi-path fading, wireless devices of differ-
ent protocols, electrical-power equipment, medical equip-
ment...), which hinder any kind of deterministic guarantees
on communication latency. In some particular cases, the op-
erational environment can be well controlled in order to re-
duce the referred effects and quasi-deterministic operation
is achieved. However, this is not the general case and the
communication may indeed suffer frequent perturbations.
In this situation, a probabilistic approach may be used but
interferences are frequently non-stationary, with probabil-
ity distribution that changes with time, thus complicating
the analysis substantially.

Therefore, given these difficulties, the quest for real-time
capabilities in wireless communication frequently leads to
the use of best-effort methods in which there are no effec-
tive guarantees of timeliness despite the system doingthe
best possibleto provide data delivery within bounded time.
In this paper, we advocate that enhancing wireless commu-
nication mechanisms with adaptation capabilities at various
levels allows reducing the situations that typically lead to
packet losses thus contributing to the timeliness of the ex-
changed data. A specific case-study is considered, namely
the CAMBADA (Cooperative Autonomous Mobile roBots
with Advanced Distributed Architecture) team of soccer
robots developed at the University of Aveiro for the Middle-
Size League of RoboCup [4]. We discuss the requirements
and the options taken in the wireless communciation and we
focus on the use of adaptive/reconfigurable techniques, par-
ticularly regarding the dynamic reconfiguration of a TDMA
synchronization framework and its effectiveness.



2 Communication requirements

2.1 General issues

The communication requirements of a team of robots are
fundamental to decide what kind of protocol is needed, e.g.,
high or slow speed channel, multiple or single access, long
or short range, multi or single hop, etc. The most obvious
issue is bandwidth. The channel bandwidth must be enough
for the frequency and amount of data that the team needs
to exchange. This aspect, however, needs attention since
many wireless protocols use variable transmission rates that
depend on the current channel conditions. Moreover, de-
pending on whether an Access Point (AP) is being used
or not, the channel bandwidth effectively available for the
team maybe smaller than the nominal channel bandwidth.

The use of an AP is also related to another relevant re-
quirement, whether the team needs to be fully linked, fully
connected or sporadic ad-hoc connections are enough. Us-
ing an AP is an adequate option when there are tight syn-
chronization and consistency requirements. In this case, the
team membership is easy to define, robots within the reach
of the AP (in both ways) are in the team, all others are out.
However, beyond the bandwidth penalty mentioned before,
it is not always possible to install an AP in the area of oper-
ations. One possibility is to have one robot carry the AP but
its use also strongly constrains the total area of the opera-
tional environment. Without an AP, multi-hop routing capa-
bilities are normally required. If full connectivity is needed
then topology management must be used to guarantee that
the robots do not move to unreachable positions.

Communication requirements also impact on the energy
required for communicating. Typically, the higher the band-
width requirements the higher the consumed energy. A sim-
ilar relationship occurs with transmission range. Moreover,
if asynchronous communication must be supported, the net-
work interfaces may need to be permanently on, also im-
pacting negatively on energy consumption. Nevertheless,
despite the general interest on reducing energy consump-
tion to increase autonomy, this issue is not as critical with
teams of robots, which need frequent recharging due to the
power consumption of their motors.

Finally, communication timeliness requirements need
careful analysis because they come across many different
aspects such as bandwidth, channel access policy, channel
management and error management. The bit rate used de-
termines the transmission latency but higher bit rates typ-
ically increase the probability of bit errors that will in-
cur in additional latencies. If retransmissions are used, er-
rors will also generate extra load that the system will need
to deal with. If fast response to asynchronous events is
needed, than a protocol with asynchronous access control,
e.g., CSMA/CA is probably the best choice, but for high

loads these protocols tend to perform poorly in terms of
throughput given the increase in collisions. In such circum-
stances, an access control with some sort of synchronization
might be better suited.

2.2 Requirements of the case study

The case study that we are considering is a team of soc-
cer robots of the Middle-Size League of RoboCup. The
communication requirements are associated to the exchange
of state data to support formation control, dynamic role as-
signment and augmented sensing [2, 8, 5]. As typical with
the exchange of state data, its transmission is periodic and
a period of 100ms was considered sufficient from the ap-
plication point of view. The data transfered in each cycle
amounts to 324 Bytes per team robot, with up to 6 robots per
team. Beyond this state data, there are also asynchronous
commands that need to be transmitted within a short time,
typically 10-30ms, for example to stop the robots. These,
however, seldom occur.

The rules of the league impose a communication using
IEEE 802.11a/b in managed mode, thus using an AP. A sin-
gle channel is assigned to the game field and is shared by
both teams. For all purposes, the transmissions of the other
team are external uncontrolled traffic that we need to cope
with. This, however, is an adequate choice for network pro-
tocol and channel management mode given the typical use
of PC-based architectures in the robots, the high availabil-
ity of IEEE 802.11 interfaces, its high bandwidth and the
limited area of operation.

This is a realistic application scenario also found in other
domains. For example, for teams of surveillance robots
within large indor spaces, such as malls, it is normally fea-
sible to provide an AP that guarantees full area radio cov-
erage. In demining or search and rescue applications, it is
possible to place the AP on top of one robot deployed near
the center of the operations area that will provide coverage
for the other ones. In all these cases, it is also impossible
to control the access to the channel and thus the technical
solutions adopted must cope with such circumstance.

2.3 Further options in the case study

Beyond the technical constraints imposed by the rules
and referred in the previous section, a few other options
needed to be taken. Looking at the communication require-
ments we can see that they are essentially periodic, despite
the seldom asynchronous commands. Since the channel ac-
cess control (CSMA/CA) supports asynchronous access, we
could simply have each robot transmitting its data periodi-
cally. However, this could generate scenarios in which two
or more robots would transmit in phase for certain periods
of time, generating undesirable collisions.



Therefore, to strongly reduce such collisions an option
was taken to setup a synchronized TDMA-like framework
in which each robot in our team transmits in sequence. The
TDMA round, calledTtup (team update period), was set to
the 100ms requirement. This round was equally divided in
as many slots as robots. However, note that each slot (width
Txwin) is substantially larger than the effective communica-
tion requirements of each robot, giving substantial leeway
to accomodate external uncontrolled transmissions (Fig. 1).

Moreover, to facilitate transmissions control and robots
synchronization another option was taken to use broadcast
frames instead of the usual unicast transmissions. The for-
mer rely exclusively in the CSMA/CA mechanism without
acknowledgement while the latter ones are acknowledged
which supports an automatic retransmissions mechanism
upon packet loss. This makes unicasts more robust but at
the expense of degraded timeliness. It was also verified that,
even under high load, the rate of lost packets for both types
is similar as long as the interfering traffic is essentially pe-
riodic and made of relatively short messages [6].

Figure 1. TDMA round with 4 slots

3 Making use of adaptivity

Adaptivity is generally considered a means to increase
robustness in the sense that the system can adjust opera-
tional parameters to the current environmental conditions
and thus adjust its performance to what can actually be de-
livered at each instant. One typical example of adaptivity
that has long been used is the bit rate negotiation in error-
prone channels that some protocols do, e.g., IEEE 802.11.
When the error rate increases, the bit rate decreases in an
attempt to improve the resilience of each bit transmission.

Beyond the bit rate adaptation, which is inherent to IEEE
802.11, we decided to apply adaptivity to other dimensions
of the team communication protocol. One is related with
the maintenance of the TDMA synchronized framework.
This is typically done with clock synchronization. However,
it would result in fixed slots that did not consider the de-
lays caused by the uncontrolled traffic in the transmissions
from the other team members. Therefore, we proposed an
adaptive-TDMA [7] variant in which each node synchro-
nizes with the other nodes in the team using the reception
instants of their transmissions. If a transmission of team
memberi is delayed byδi, within a bound∆ (validity win-
dow), the node uses such delay to drift its next slot (Fig. 2),
otherwise it just usesTtup to compute its next transmission

instant. As a consequence, the actual TDMA round period
can vary within[Ttup, Ttup + ∆] and it is capable of acco-
modating drifts in local clocks of the team members and to
adjust the phase of the round to avoid periodic interferences
with periods that are near (sub)multiples ofTtup. The ad-
vantages of this approach over absence of synchronization
or common TDMA have been shown in [7].

Figure 2. Adaptive TDMA round with 4 slots

Building the TDMA framework on top of a protocol
with asynchronous channel access, e.g., CSMA/CA in IEEE
802.11, is very convenient because it removes the need for
precise control of transmissions instants. This flexibility
is fully kept in the adaptive-TDMA scheme, which can be
easily deployed on any general purpose operating system.
Moreover, it also allows the immediate transmission of the
asynchronous commands, without need to integrate them in
the TDMA framework of the periodic traffic.

In the following section we present another adaptiv-
ity dimension that concerns the self-reconfiguration of the
TDMA round using a variable number of slots equal to the
number of currently active robots, instead of a fixed num-
ber of slots equal to the maximum number of robots. The
idea is reclaiming the slots of absent robots to maximize the
width of the slots of the currently active ones. As we show
in Section 5, this further increases the resilience of the pro-
tocol with respect to interferences, having a positive impact
in the reduction of lost packets.

4 Dynamic round reconfiguration

4.1 Reconfiguring the slots

To cope with variable number of robots, e.g., due to
crashes or repairs, a self-reconfiguration capability was
added to the protocol supporting the dynamic insertion / re-
moval of robots in the round. TheTtup period is continu-
ously divided by the number of running robots, designated
K, with K ≤ N andN being the maximum number of
robots, maximizing the slot widthTxwin, at each moment.

Txwin =
Ttup

K
(1)

The validity window used in the TDMA adaptation also
becomes a function ofK, i.e.,∆K = Txwin × ǫ, 0 < ǫ < 1
whereǫ is a configuration parameter.



However, the number of active team membersK is a
global variable that must be consistent so that the TDMA
round is divided in the same number of slots in all agents.
To support the synchronous adaptation of the current num-
ber of active team members a membership vector was added
to the frame transmitted by each agent in each round, con-
taining its perception of the team status. The number of
fields in the membership vector is the maximum number of
team membersN , defined off-line.

One important aspect concerns the slots and nodes iden-
tification. In the adaptive-TDMA mechanism, each node
had a unique ID (j = 0..N − 1) that was also used as
slot ID. However, with the reconfiguration mechanism, the
slots are dynamic and thus such direct ID mapping cannot
be used. Thus, within this protocol the nodes are identi-
fied by a dynamic ID that corresponds to the ID of the slot
they are assinged to (k = 0..K−1). A simple rule is used to
map the static unique node ID to a dynamic slot ID. The cur-
rently lowest static ID among the running robots is assigned
slot 0, the following static ID is assigned to slot 1 and so on
until the highest static ID among the running robots that is
assigned to slotK −1. This assignment is carried out every
time there is a change in the slots structure, i.e., every time
a robot joins or leaves the group.

4.2 Joining / leaving the team

The dynamic insertion / removal of robots is carried out
in a distributed way based on the dissemination of the mem-
bership vectors. To manage this process, each robot runs a
state machine for each of the potential team members. For
each robot the implemented state machine has 4 states:

• Not running – The robot is not powered or is unreach-
able, i.e., not associated with the wireless AP;

• Insert – The robot started transmitting periodic data
but has not yet been detected by all the current team
members. In this state the robot has no slot yet in the
TDMA round and thus it is transmitting out of phase;

• Running – The robot has been detected by all team
members and its own slot in the TDMA round has been
created. From now on, all robots resynchronize and
continue transmitting in their new slots;

• Remove– The robot is not transmitting or its message
was not received, e.g., due to an error.

When a new robot arrives it starts transmiting its periodic
information in anunsynchronized mode. In this mode all
the robots, including the new one, continue updating their
membership vectors with the received data. At this moment
the new robot transmits its state asInsert. TheTxwin value,
however, is not yet adapted and thus the new robot has no

slot in the round and thus no dynamic ID (its transmissions
are asynchronous). When all current team members agree
on the existance of the new robot, i.e., they all detected its
transmissions, the number of active team membersK and
the inter-slot periodTxwin are updated, the dynamic IDs are
reassigned and the state of the new robot is changed toRun-
ning. The protocol enters then in thescan modein which
all robots, except the one using slot 0, use a slightly longer
update period to rotate their relative phase in the round until
they find their slots. Once they find them, and from then
on, all team members are again synchronized. Agent 0 (dy-
namic ID) is used as the reference TDMA round with which
the others synchronize. This is important to avoid cliques,
i.e., unsynchronized subgroups of nodes that are synchro-
nized internally to each subgroup.

Tnext = Tnow + Ttup + ∆k + βk, βk =
{

0, k = 0
β, k > 1

(2)

In this equation,β is a configuration parameter that sets
the speed of phase rotation within thescan mode. The time
to reach synchronization depends onβ and on the instant
within the TDMA round in which the node starts scanning
for its assigned slot. The number of rounds to synchro-
nize should vary uniformly between 0, when the node, by
chance, starts scanning exactly in the slot that was assinged
to it, and a certain upper bound,R, that depends directly on
β as follows:

R ≤

⌈

Ttup

β

⌉

(3)

This is illustrated in Fig.3. Note that this expression is
rather pessimistic since it assumes that the adaptive-TDMA
mechanism is constantly rotating at the maximum period
of Ttup + ∆K , which would only occur under very strong
uncontrolled load. However, when the uncontrolled load is
low, the actual TDMA round will be close toTtup and thus
the maximumR will be closer toTtup−∆K

β
.

Figure 3. Synchronizing with phase drift.

The removal of an absent robot uses a similar process.
When in the previous round no reception is detected, the
state of that robot is changed toRemove. If this change is
carried out by a lost transmission / reception, in the next up-
date the robot returns to the previousRunningstate since no
modifications in the protocol have been made. Only after all
team members have marked the robot asRemove, i.e., with-
out any reception from it, the number of active membersK



is decremented, the inter-slot periodTxwin is increased, the
dynamic IDs reassigned and the robot is considered asNot
Running. Again the protocol enters in the scan mode until
each active robot finds its respective slot. This is a simpli-
fied agreement protocol based on the consensus properties
enforced by the AP.

5 Preliminary experiments

In this position paper, we carried out preliminary evalu-
ation, in which we chose reasonable values for the param-
eters. Sensivity analsys of each of these parameters will be
done in future work. We considered a team with a maximum
of 10 robots (N = 10) and a data update period of 100ms

(Ttup = 100ms), with ǫ =
2

3
, thus ∆K =

Ttup

K
×

2

3
,

andβ = 8%Ttup = 8ms.
Fig. 4 shows the round reconfiguration mechanism with

robots joining and leaving the team. The vertical axis shows
the time offset of the slot of each robot with respect to the
start of the round in the reference robot 2 (dynamic ID 0),
including its next transmission (top trace). Note the inter-
slot separation when there are two ( 50ms) and three ( 33ms)
active robots as well as the variations of the actual transmis-
sion instants within the respective validity windows. The
almost vertical traces appearing when a robot arrives show
the scan mode, with the sliding relative phase.

Figure 4. Self-reconfiguring the TDMA round
with joining and leaving robots

We also caused a robot to crash and rejoin another robot
in the team (K = 2) one thousand times. The uncontrolled
load was low. The time to join and synchronize with the
other robot presented a near unifom distribution between
1 and 8 rounds, as expected, verifying the upper bound in
Eq. 3 (9 rounds with low uncontrolled load and 13 rounds
in absolute terms).

A further experiment was carried out to give a pre-
liminary assessment of the benefits of the reconfiguration
scheme compared with the simple adaptive-TDMA with a
fixed slot structure. The uncontrolled load in this case was
set rather high, with two external stations exchanging ping
packets between them with a rate of 1 every 10ms and with
1450 data bytes. In the adaptive TDMA case we consider
2 nodes using two consecutive slots in a TDMA round with

10 slots. Fig. 5(top) shows a log of the difference between
each transmission from one robot to the preceeding trans-
mission from the other (inter-transmission delay). Since the
slots are consecutive, we expect this difference to be about
10ms in one robot and 90ms in the other. Both intervals
can be longer as enforced by the round period adaptation
mechanism. We see that the frequent large delays caused by
the uncontrolled load often bring the team out of synchro-
nization. During the run that lasted 2min, the team stayed
synchronized during only 50% of the time, and 29 packets
were lost (1,2% of total packets sent).

The same experiment was repeated using the self-
reconfiguration procedure where the protocol divided the
whole round in just two slots assigned to the two robots.
These slots were 5 times larger than those in the adaptive-
TDMA case thus creating a much larger leeway to ac-
comodate the delays caused by the uncontrolled traffic.
Fig. 5(bottom) shows the corresponding log for this situ-
ation in which we can see that both robots transmit with an
average interval of 50ms and the team seldom lose synchro-
nization. Actually, the figure shows one of the rare cases of
such loss of synchronization and subsequent resync (large
peak at second 46). The team stayed synchronized 97% of
the time and lost 7 packets, corresponding to 0.3% of all
sent packets.

Figure 5. Inter-transmission intervals. Top: 2
nodes with fixed slots adaptive-TDMA. Bot-
tom: 2 nodes and round self-reconfiguration

6 Brief tour of related work

In wireless communications (data or voice) it is com-
mon to use slot assignment. In [11, 3, 10], the authors pro-
pose using dynamic TDMA frameworks where slots in fixed
round structure are assigned dynamically to nodes. More-
over, these approaches are normally centralized with a mas-
ter collecting slot requests and assigning them dynamically.



In [1] the authors also do synchronization based on the
reception time instants of the transmission of other nodes in
a team. However, the protocol was not developed to cope
with uncontrolled load in the channel. In fact all nodes must
comply with RI-EDF for the protocol to work.

In IEEE 802.11e and ZigBee in synchronous mode,
hardware-based mechanisms are used to enforce synchro-
nization and support different levels of Quality of Service.
However, specific network adapters need to be used, in-
creasing their cost and reducing their availability.

Finally, IEEE 802.11-DCF and ZigBee unsynchronized
mode are based on the well-known CSMA-CA technique
which is well adapted to asynchronous communication,
leading to an efficient use of the channel bandwidth: How-
ever, under high loads, their performance degrades because
of collisions and their efficiency is lost.

Non of these protocols is simultaneously fully dis-
tributed, synchronous, adaptive / reconfigurable and built
on top of widely available COTS network interfaces, which
our protocol is. Thus we believe it constitutes a novel and
efficient solution to the problem of supporting the coordina-
tion of teams of mobile robots.

7 Conclusion

Cooperating robots is a field currently generating large
interest in the research community, with specific initiatives
to foster such research, e.g., RoboCup. However, the re-
quired cooperation requires real-time communication overa
wireless channel, which is particularly hard to achieve given
the intrinsic properties of that kind of channel.

In this paper we advocate the use of adptativity / recon-
figuration techniques to improve the timeliness of wireless
communication systems for teams of mobile robots that fol-
low a best effort approach. One specific case is discussed,
namely the CAMBADA robotic soccer team developed at
the University of Aveiro for the Middle-Size League of
RoboCup. The communication system uses a TDMA-like
framework to reduce collisions among team members. Ear-
lier work enhanced such framework with adaptivity capabil-
ities that tolerate, and even adjust to, uncontrolled external
traffic or interferences, particularly if periodic. In thispaper,
a fully distributed self-reconfiguration of the TDMA round
is presented that matches the round slots structure to the cur-
rent team composition coping with situations in which team
members leave and rejoin later. Several experiments have
shown the effectiveness of the protocol, which has been un-
der use for over one year in RoboCup competitions.

On-going work includes the adaptation of the TDMA
round period according to the current dynamics of the envi-
ronemnt as well as an asymmetrical slots ditribution among
team members to satisfy different individual communica-
tion requirements.

8 Acknowledgements

The authors would like to acknowledge the helpful dis-
cussions with Prof. Daniel Mossé in an earlier version
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Abstract—Subject and content-based routing is widely used
in Mobile Ad-Hoc Networks (MANETs) communication given
the uncoupling among producers and consumers, which avoids
maintaining individual routes in the network. Here we introduce
the Real-Time Subject Routing Protocol (RTSR), a subject-
based routing protocol that uses dynamic resource reservation
to implement a timely delivery of messages in MANETs. The
RTSR protocol restricts the dissemination of subscriptions and
messages to regions where the real-time requirements can be
accomplished. RTSR is optimized for MANET applications with
real-time requirements, such as cooperating robot teams and
vehicle-to-vehicle communications. In this paper we detail the
protocol and present an analysis to investigate the impact of
mobility in the protocol performance, also providing an upper
bound for the related communication overhead.

I. INTRODUCTION

MANET applications requiring real-time guarantees include
vehicle-to-vehicle (V2V) systems, like platooning, that help
ease of traffic congestion and safe driving. More visionary
applications include autonomous mobile robots cooperation
and swarm robotics. In the case of V2V, for instance, Jon
Voelcker states in [1] that ”automakers expect that cars of the
future will pay less attention to the lay of the land and more
to each other, informing other vehicles about what they’re
doing several times each second by transmitting data that cars
today already gather, via cheap wireless transponders”. Com-
munication plays an important role in such applications, and
must be compatible with their real-time requirements. In all
these applications, interactions occur in relatively short range
and involve volatile links - taking again V2V as example,
the on-development Dedicated Short Range Communications
standard (DSRC) [2], allows direct and multi-hop wireless
communication among vehicles up to a quarter mile apart.
We observe thar such applications can benefit from a real-time
and publisher-subscriber communication service, that deliver
messages anonymously and only to nodes within a pre-defined
temporal range.

In the communication infrastructure, the real-time provi-
sioning has to deal on one hand with the timely delivery of
messages and, in the other hand, with the modifications in
resource demands caused by mobility and consequent topology
changes. This impacts both the MAC layer, where messages
must be transmitted in bounded time, and the network layer,
where the routing must respect the communication time con-
straints. The mobility of nodes can cause significant overhead

in the routing, both to keep routes updated and to manage
the resource provisioning, which is necessary to provide the
timely delivery of messages. The most suitable solution for
this problem is the use of subject and content-based routing, as
described in [3] and [4]. It allows uncoupled communication
among producers and consumers, which avoids maintaining
individual routes in the network. Despite these benefits, pro-
viding real-time guarantees is still an open issue.

To solve this problem we introduce in this paper the
Real-Time Subject Routing Protocol (RTSR), a subject-based
routing protocol with real-time properties. This protocol is part
of a project named ACERVO, a communication architecture
for real-time mobile cooperative applications. RTSR extends
the proximity-driven routing proposed in [4], which delivers
messages to the interested nodes in a best-effort manner.
RTSR aims to provide the timely delivery of messages within
regions around producers and consumers, according to the
time requirements associated to each message, using subject-
based routing. It is possible to dynamically reserve resources
to subjects within the regions where producers and consumers
exist, thereby allowing them to communicate in a timely
manner.

The remainder of this paper is organized as follows. Sec-
tion II presents the related works. Section III describes the
RTSR protocol, emphasizing its real-time extensions to the
proximity-driven routing. A brief comparison of RTSR with
PDR is performed in section IV. Finally, section V concludes
the paper and points out future directions.

II. RELATED WORKS

In [5] Carzaniga shows that content-based communications
can be more efficient for applications with many-to-many com-
munications, which reside in networks with volatile links, such
as MANETs. Initially, content-based routing was proposed
as an overlay network, as a service to be implemented in
the application layer. Communications are driven by implicit
addressing, and routers maintain subscription tables instead of
address tables. However, other works explored content-based
routing in the network layer, as can be seen in [4], [6], and [3].
The CBCB (Combined Broadcast Content Based), described in
[3], implements a content-based routing on top of a broadcast
routing, by means of distribution trees. In [7] it is introduced
ODMRP, a multicast routing protocol for ad-hoc networks as
a base for a content-based routing. Finally, in [4] Baldoni



proposes a content-based routing that does not depend on any
network structure, leaving to each receiving node the decision
about forwarding a message.

According to [4], MANETs are dynamic environments that
make it hard to maintain an efficient event dispatching infras-
tructure. In a static network, with minimum or no mobility
at all, one or more specialized nodes can disseminate events
from producers to consumers, working as optimal reference
points to the other nodes and acting as brokers. Nevertheless,
in a dynamic network the topology may change frequently,
and therefore the information contained in the brokers must
be often updated, what implies a constant overhead to keep this
structure efficient. In such approaches, the overlay network of
brokers is organized in core trees or mesh networks that have
a maintenance cost that increases proportionally towith the
degree of mobility. Thus, [4] proposes a content-based routing
named proximity-driven routing (PDR), which is independent
of any event dispatching structure, where every node becomes
a broker but there is no overlay dispatching network connect-
ing them.

In PDR, dissemination of messages follows a strategy that
mixes message and subscription forwarding. It assumes that
there exists a local broadcast communication service, that
a node can summarize all its stored subscriptions in one
predicate, and that a proximity value between neighbors can
be computed. Every node periodically transmits one predicate
that condenses its subscription table, containing its local
subscriptions, in such a way that this predicate can be seen
as a subscription by the receiving nodes. Each subscription
received from the network is stored locally in a predicate
table, with the corresponding publisher node identifier. On the
opposite side, every sent message contains a list of destination
nodes with their estimated proximity values. When a node
receives a message, it decides whether to forward it if some
conditions are attended: i) it knows other subscribers not listed
in the message, or ii) it has a smaller proximity value compared
to one of the destinations listed in the message. If a node
decides to forward a message, it schedules the transmission
after a time-interval proportional to the proximity value, and
if after such interval it has not listened the same message,
the transmission takes place. The proximity value ranges from
0 (adjacent nodes) to 1 (same as ∞), and is computed as
an estimate of how long one node received the condensed
subscription table from another. In this protocol, a node only
addresses messages to neighbors or nodes that were neighbors
recently but moved away, because the subscription information
is not forwarded. But it uses a gossip-like mechanism to allow
messages to reach farther nodes. Each message has a credit,
which is decremented when received by a node without known
subscribers in its predicate table. If the credit is still positive,
the message is scheduled for transmission and delayed by the
maximum possible proximity value.

Although the proximity-driven routing is flexible regard-
ing how messages are routed from producers to consumers,
it works in a best-effort manner and therefore lacks real-
time provisioning. As positive characteristics for its use in

MANETs, there is its ability to disseminate messages without
the need of global information, consensus, or any kind of
negotiation. But since some approximate knowledge of the net-
work structure is shared during dissemination of subscriptions,
this can be used to implement a dynamic resource reservation
mechanism. If the routing is able to reserve resources accord-
ing to existent published messages and matched subscriptions,
a timely dissemination of messages may become feasible.

III. RTSR PROTOCOL

The Real-Time Subject Routing Protocol (RTSR) is a
subject-based routing protocol that extends the PDR [4] pre-
sented in the previous section. It adds capacity to accomplish
the timing requirements from real-time communications in
MANETs. In RTSR, messages are disseminated in a timely
manner and according to their subjects and existing sub-
scriptions. The real-time properties of the protocol rely on
resource reservations performed in the regions of the network
where there are subscriptions. Resources reservation on RTSR
depends on a MAC that is able to transmit frames in bounded
time, and that can cope with topology changes. For instance,
our developed HCT MAC [8] presents such features. Therefore
it is assumed in this paper the adoption of the HCT MAC, but
attempting that any other any MAC protocol with the required
properties could be used.

A. Overview ohf HCT MAC

The Hybrid Contention/TDMA-based (HCT) MAC intro-
duced in [8] is designed to provide a time bounded medium
access control to mobile nodes that communicate through
an ad-hoc wireless network and that are self-organized in
clusters. Time is structured in cycles, which are partitioned in
superframes; these are divided in time-slots, which are used
by the nodes. The protocol provides a mechanism for time
intervals reservations to nodes and clusters. It is assumed that
the nodes do not necessarily know their neighbors, and that
the topology can change along the time. In this scenario, it
is not possible to build a schedule table a priori, thus the
protocol constructs it at run-time by means of competition:
nodes inside a cluster must compete for time-slots, and clusters
must compete for superframes. The competition continues
until all nodes allocate the needed time-slots, or all clusters
allocate the needed superframes. Standalone nodes, which are
outside clusters or are not able to join existing clusters due
to, for example, a high mobility, can communicate using a
contention-based access. In other words, the protocol has a
contention stage, when a modification in the reservation of
time intervals to nodes or clusters is needed, and a TDMA
stage, when nodes and clusters use the allocated time intervals.
Finally, the discovery of idle time-slots or superframes, and the
notification of transmission errors, rely on the cluster-heads.

B. Timing Properties of RTSR

In RTSR, messages with a given subject have a so-called
time validity defined by an attribute named temporal range.
A message is discarded whenever its time validity expires.



While the message time validity is not expired and there is
at least one matching subscription, the message continues to
be forwarded. The temporal range of subjects also influence
the dissemination of subscriptions. A subscription has also
a validity named time distance that is constrained by the
temporal range of its subject, which gives the time it takes
to deliver the message to the nearest subscriber.

When a node receives a subscription from a neighbor, it
compares its time distance with the temporal range of the
subject. If this time is greater than the temporal range, then
the subscription is discarded, and consequently its propagation
stops. Consequently, the temporal range from subjects define
regions around publishers and subscribers, so that the commu-
nication between a publisher and a subscriber occurs if they
are included in the intersection of their regions. The sizes of
these regions depend on the available network resources, and
thus a resource reservation mechanism is needed to enable the
preservation of their temporal requirements. This is the major
difference between RTSR and PDR, as in PDR subscriptions
are disseminated only to neighbors, and messages are trans-
mitted in a best-effort manner.

C. Dispatching of Messages

In RSTR, subscriber nodes announce subscriptions periodi-
cally to the subjects that they are interested on, and neighbor
nodes receive and store subscriptions while they are still
valid (from the timing point of view). Subscription validity
is proportional to its announcement period, and expires if not
renewed within this validity. Stored subscriptions have a list of
subscribers, including their corresponding time distances and
proximity values. This list is compared to the destination list
contained in each received message, to enable the receiving
node to check if the message was sent to all subscribers
in its range. Therefore, if a node receives a message with
remainder time validity smaller than the time distance of the
matching subscription, and the receiving node knows about
other subscribers not listed in that or if some listed subscriber
has a smaller proximity value, then the message is scheduled to
be forwarded in the next opportunity. These rules are detailed
in pseudocode I. It is assumed that the mobility degree of
the network has a reasonable high link duration, compared to
the duration of the routing decisions, and thus the forwarding
nodes of a given subject remain the same while topology does
not change. This set of forwarding nodes is named the main
path of that subject. These nodes have smaller time distance
values to the matching subscriptions, and already own enough
resources to forward the messages.

RSTR differs from PDR in the fact that in the latter
a node condenses its local subscriptions in one predicate,
which is announced only to its neighbors, while in RTSR
subscriptions must be propagated as their time distances are
not exceeded. Thus, in RTSR nodes announce the local and
the stored subscriptions together with the corresponding time
distances of the original subscriptions; in case of more than
one subscriber is known for the same subject, only the nearest
of them is included in the subscription announcement. This

modified subscription procedure can therefore disseminate the
subscription information along the entire region surrounding
a subscriber, which is delimited by the temporal range of the
subject.

Pseudocode 1 Algorithm for the RTSR protocol.
pt: list of subscriptions (sj,node_id,td,time)
st: list of local subscriptions (sj)
Tr: constant for the time range
// td: time distance
// sj: subject
// tv: time validity

Every ∆t seconds do begin
sub_msg ← st.summarize() + pt.summarize()
broadcast(sub_msg)
pt.cleanup()
end

subscription_received(sub_msg) begin
foreach sub in sub_msg do begin
if sub.td 6 Tr then
pt.add_subscription(sub, currentTime)

end
end

message_received(msg) begin
if msg.id was already seen then
return

if ∃k such that st[k].sj=msg.sj then
process(msg)

ok ← False
// sub is a subscription contained in msg
foreach sub in pt s.t. sub.sj=msg.sj do begin
if sub.id /∈ msg and msg.tv > sub.td then

msg.add_destination(sub.id, sub.td)
ok ← True

end
else
if sub.td < (td of sub.id in msg) then
msg.replace_destination(sub.id, sub.td)
ok ← True

end
if ok then begin
if res[msg.sj] = 0 then
res[msg.sj] ← allocate_resource()

schedule_transmission(msg, res[msg.sj])
end

do_transmit(msg) begin
if msg.id was already seen then
if all destinations already addressed then

abort_transmission(msg)
release res
return

broadcast(msg)
end

D. Resource Reservation

The dynamic resource reservation defined by RTSR allo-
cates and releases network bandwidth using a deterministic
MAC protocol; with the HCT MAC, this implies the reserva-
tion of time-slots. An existing subscription in a node implies



(a) Initial topology (b) After node E moves

(c) After node C moves

Fig. 1. Route adaptation due to topology changes

the reservation of enough bandwidth to forward the matched
messages. Since alternative paths may exist for a subscription,
but not all are useful, the resource reservation must occur
only when a node actually decides to forward the messages
of a subject. This happens when the node does not detect
a transmission of the same message from a neighbor, such
that all locally known subscribers are listed in the message.
In this case, the node allocates bandwidth and transmits the
message. The allocated bandwidth is kept in a resource pool
to be scheduled among the currently registered subjects. This
also impacts the decision about forwarding or not a message,
because if there are no reserved resources for its subject, and
it is not possible to allocate more bandwidth, the node will not
forward it. On the other hand, the reserved bandwidth would
be wasted if a node has reserved resources to a subject, but
other node starts to transmit this subject’s messages. In this
case, the bandwidth can be either immediately released to the
network or kept by the node as a spare resource for a maximum
time. This delayed release of bandwidth is motivated by the
probability that the node returns to forward messages of the
same subject.

To summarize, allocated resources in each node are catego-
rized as: i) bandwidth reserved to subjects, when the node is
member of the main path, and ii) allocated bandwidth treated
as spare resources. In the first case, the node has enough
resources to forward messages of each given subject. In the
second case, however, there are limited spare resources that
may be used to transmit a message which otherwise should be
transmitted by a node in the main path. This second situation
can happen either due to a transmission error in a node of
the main path, or due to a topology change. In both cases,
the node with spare resources may decide to forward the
message, and turns the spare resources to reserved ones (or
even allocates new resources from the network), becoming
member of the main path. Thus, the RTSR adapts dynamically
the allocated resources to the topology changes, providing the
implicit modification of the main paths when needed.

An example of resources allocation is shown in figure 1(a),
where nodes A, C, and E define a main path, and nodes B
and D know the subscription but are not members of the main
path. On figure 1(b), subscriber node E moves and goes out of
range of node C; its next subscription announcements are not
received by C, leading to the expiring of its subscription on
C, which stops to forward the messages and causes nodes B
and D to become members of the main path. Finally, in figure
1(c), node C moves and goes out of range of node A, and then
stops to receive the messages it should forward to node E; in
this case, nodes B and D becomes members of the main path,
and forward the messages from A to E.

The finite state machine shown in figure 2 details the
allocation of resources in RTSR. Initially (state 0) there are
no stored subscriptions and no allocated resources, so every
arriving message (event m) is discarded. When a subscription
arrives (event s), the protocol stores it with its corresponding
time distance (state 1), but if the receiving node concludes that
the time distance exceeds the temporal range of its subject,
then the subscription is discarded (event n). If a matching
message arrives (event m), the receiving node tries to allocate
resources to its subject (state 2), and if resources are allocated
(event a), the node tries to forward the message (state 3),
otherwise it falls back to the initial state (event r). While
the node waits for the opportunity to transmit the message,
a neighbor node can perform the transmission, and thus it
must release the allocated resources, but keeping part of them
as spare (event l). But if the node transmits the message
(event t), it becomes member of the main path (state 4),
and for each arriving message it waits for the opportunity to
transmit it (state 5), and then returns to the listening state
(state 4). Subscriptions are renewed periodically (event s), but
if a subscription expires (event x), the node must release all
associated resources and fall back to the initial state.

E. Time Distance Computation

The time distance of a subscription cannot be defined in the
same way of the time validity of messages. The elapsed time
since the original transmission of a subscription is not the same
as the time needed to send a matching message in the opposite
direction. Actually, to compute the time distance a node needs
to take into account the moment that it may send a matching
message, and this depends on the reserved resources. Since
the MAC protocol has a key role in the resource reservation, it
naturally influences the computation of the time distance. For
instance, the HCT MAC clusterizes the network and divides
the cycle period in sets of contigual time-slots. Each set is
assigned to a cluster, and has a phase relative to the start of
the cycle. Therefore, with the adoption of HCT MAC a time
distance can be computed using the difference of phases in the
transmission cycles of the nodes, because the phase tells when
a node may transmit a message. Thus, the possible values
that a node can use for the time distance when announcing a
subscription are:

i) 0: subscription is send by the node itself



(a) FSM (state machine)

Event Description
s Subscription received
m Message received
n Subscription discarded (out of tempral range)
r Message discarded (not enough resources)
a Bandwidth allocated to transmit a message
l Message discarded and corresponding bandwidth

kept as spare resource
t Message transmited
x Subscription expired

(b) FSM description

Fig. 2. Finite State Machine of the dynamic resource reservation in RTSR

ii) [(p′−p) mod T ]+d′: subscription was originally
send by another node with phase p′ and time distance
d′ (p is the phase of the current node, and T is the
cycle period).

Since the existence of a subscription in a node means that
a message can reach the subscriber from there within its time
validity, the propagation of subscriptions has a major role in
the routing. While subscriptions are disseminated, and their
time distances calculated along the network, implicit routes
can be traced towards the subscribers. These routes can be
actually used when messages arrive and if there are available
resources, as explained previously. How far a subscription can
propagate is a matter of how does its time distance increases at
each hop. In the worst case, each hop implies the time distance
to increase in one cycle period. It is possible to calculate the
minimum number of hops a subscription can reach, departing
from the subscriber node, as shown in inequation 1.

h > b tr
T
c (1)

h: number of hops
tr: temporal range of the subject
T : cycle period

With the described extensions and mechanisms, RTSR aims
to use the proximity-driven routing protocol, but constraining
subscriptions and messages forwarding to their time limits.
Such restriction depends on the reservation of bandwidth,
which must be adapted to the movements of nodes and conse-
quent topology changes. Therefore, RTSR defines a dynamic

resource reservation to migrate reserved bandwidth among
nodes responsible for messages forwarding. It is activated
whenever a new topology arises, changing the forwarding
nodes.

F. Overhead and adaptability to topology changes

The main source of overhead in RSTR comes from the
periodic announcement of subscriptions. Each node transmits
periodically a message containing its known subscriptions,
which is received by its neighbors and used to update their
predicate tables. The communication overhead due to these
announcements can be expressed as the expended bandwidth
to transmit the subscription messages. This bandwidth depends
on the density of the network, because inside more dense
regions a larger proportion of the available bandwidth is
consumed by the subscriptions. If a graph G(V, E) represents
the network, where V is the set of nodes and E the set of
interference links among them, such that the existence of an
edge between two nodes means their transmissions can collide,
the degrees of the nodes contained in V can give the local over-
heads. This way, the degree of the graph G(V,E) can be used
to calculate an upper bound in the communication overhead in
the network. The equation 2 expresses this overhead Us as the
rate of the available bandwidth used to transmit subscription
messages.

Us =
(g + 1)
R · Ta

T

(2)

g: degree of graph G(V, E).
R: available time-slots in one cycle
Ta: announcement period
T : cycle period

The influence of the mobility degree of the network in the
performance of RTSR is also crucial and must be analyzed.
Whenever a node moves and enters a new neighborhood, the
existing nodes become aware of its presence after a delay Td,
as specified in expression 3. It is clear that the link duration
must be greater than Td, otherwise the moving node cannot
exchange subscriptions with the other nodes, and participate
in the dispatching of messages. Besides that, the propagation
of the subscriptions beyond the neighbors of the new node is
not immediate, as demonstrated in expression 4. This implies
that if the link duration is below Tn, the moving node can
effectively communicate only to the nodes within n− 1 hops.
For example, if a node crosses a group of other nodes with
speed v, the maximum link duration given by range

v is the
limit for the nodes it can reach before the link is broken.

Td 6 Tmac + Ta (3)

Td: delay to the reception of subscriptions from a new node
Tmac: delay related to the MAC protocol
Ta: announcement period



Tn 6 n · Td (4)

Tn: delay to the reception of subscriptions by nodes at n
hops from the new node
n: number of hops from the new node

Expressions 3 and 4 confirm that the MAC protocol plays an
important role in the described delays. With a pure contention-
based MAC protocol, Tmac can be discarded and then Td

resumes to Ta. But such kind of MAC does not provide a
time bounded transmission of messages, and thus it does not
fit in the RTSR requirements. The HCT MAC is a proposed
protocol that operates normally in resource reservation mode,
but uses contention-based access to adapt locally to topology
changes. In HCT MAC, Tmac resumes to the cycle period T
if there is only one new node to transmit; more nodes imply
a possible greater number of cycles.

Nodes that lost contact to other (moving) nodes take some
time to expire their subscriptions, and this delays the release
of the corresponding resources. This fact potentially causes
unneeded dispatching of messages, because the destination
node cannot receive them anymore. This can be seen as
an overhead, since resources are wasted while the subscrip-
tions do not expire, which reduces the available resources
in that region of the network. Expression 5 describes the
actual quantity of resources per cycle during the interval of
time represented by one link duration, which depends on
the relation between the expiration timeout Te and the link
duration LD. It is interesting to note that if the expiration
timeout is greater than the link duration, then the average
available resources per cycle can become zero or negative,
depending on r. If for example many nodes cross a group of
other nodes with speed v, the maximum link duration range

v ,
and the number of simultaneous crossing nodes demanding
resources for transmission, must be compatible with the avail-
able network resources and the subscription expiration time to
avoid the exhaustion of resources. This means the respective
network regions can collapse with respect to the availability
of resources to serve the arriving nodes. Consequently, the
expiration of subscriptions must be done faster than the link
duration. Therefore, care must be taken in the propagation
of subscriptions to avoid that the expiration is further delayed.
That is the reason why a node will only include a subscription
from another node in its own announcement if it received its
last periodic announcement.

R
′ ∈ [R− d Te

LD
e · r,R + (1− d Te

LD
e) · r] (5)

R: quantity of resources in one cycle
Te: expiration timeout
LD: link duration
R
′
: actual available resources per cycle during LD

r: average required resources during LD

IV. COMPARING RTSR WITH PDR
PDR disseminates messages in a best-effort manner and

relies on a gossip-like mechanism to forward messages to
subscribers that are two or more hops apart. A message has
a credit attribute, that if positive enables the message to be
forwarded by a node when it has no matching subscriptions
in its predicate table; in this case, the credit is decremented.
Therefore, unlike RTSR, PDR floods each message until its
credit is zero or there are matching subscriptions. This leads
to a dissemination within a region limited by a number of hops
around the publisher, with a lower bound given by the initial
credit of the messages. As consequence, network bandwidth
can be wasted with unnecessary transmissions to regions
where there are no subscribers. RTSR, however, avoids that by
allowing subscriptions to be forwarded beyond the neighbors
of their originating nodes. Moreover, in PDR messages can
be delivered to farther subscribers if there is a combination of
intermediary nodes with matching subscriptions and enough
credit, even if it is not worthy anymore due to their aging.
Again, the transmissions can waste bandwidth and limit the
availability of network resources. In any case, RTSR performs
better regarding the utilization of bandwidth, because it limits
the dissemination of messages according to their time validity,
besides avoiding transmissions to regions where no subscribers
reside.

Additionally, PDR cannot guarantee that all messages from
the same publisher will be delivered on time, even though
this holds for a couple of previous messages, even if mo-
bility is such that some regularity in the topology arises, as
discussed in subsection III-F. This is consequence from its
pure contention-based approach, where every message suffers
some delay before transmission to help avoiding duplicate
transmissions among neighbors. RTSR can provide the timely
delivery of a stream of messages in such conditions, thanks
to the dynamic resource reservation approach. Since it uses
reserved resources for already known message subjects, but
transmits in contention mode when the message subject is new
or has no reserved resources yet, it can balance predictability
against adaptability to network changes in the dispatching of
messages.

V. CONCLUSIONS AND FUTURE WORK

This paper introduced RTSR, a Real-Time Subject Routing
protocol for MANETs that extends the proximity-driven rout-
ing (PDR) proposed in [4]. While PDR defines a content-based
routing that does not depend on the network structure and
that delivers messages to the interested nodes in a best-effort
manner, RTSR defines a dynamic resource reservation strategy
to allocate bandwidth to message subjects, providing the
dissemination of messages among publishers and subscribers
in a timely manner.

RTSR states that the temporal range of a subject limits
the dissemination of both its subscriptions and messages. A
message can be transmitted while its time validity, assigned
initially to the temporal range of its subject, is not exceeded.
Similarly, a node forwards a subscription if its time distance, a



measure of how long a message takes to reach the subscriber,
remains below the temporal range. Therefore, a subscription
delimits a region where a residing publisher can send mes-
sages that can reach its subscriber without exceeding their
time validity. To allow achieving these time requirements,
a node reserves bandwidth to a subject when it starts to
forward its messages, according to the rules defined in the
proximity-driven routing. But since nodes can move, routes
and bandwidth reservation must adapt accordingly. A node
with reserved bandwidth releases it as soon as it detects that
the subscriber node is out of range, or that another neighbor
starts to forward it messages. Furthermore, nodes that release
bandwidth may keep part of it to better respond to future
needs. This resource reservation strategy should be focus of
further investigation. An experimental prototype is currently
under development.

VI. ACKNOWLEDGEMENTS

The authors would like to thanks the Brazilian Research
agencies FAPESC, CAPES, and, in special, CNPq (Brazilian
National Counsel of Technological and Scientific Develop-
ment) for the grant 486250/2007-5.

REFERENCES

[1] J. Voelcker, “Cars get street smart,” IEEE Spectrum, vol. 44, no. 10, pp.
16–18, Oct. 2007.

[2] C. E. on Vehicle Roadside Communication, Standard Specification for
Telecommunications and Information Exchange Between Roadside and
Vehicle Systems - 5 GHz Band Dedicated Short Range Communications
(DSRC) Medium Access Control (MAC) and Physical Layer (PHY)
Specifications, 2nd ed., ASTM, Pennsylvania, USA, 2002.

[3] A. Carzaniga, M. J. Rutherford, and A. L. Wolf, “A routing scheme for
content-based networking,” in Proceedings of IEEE INFOCOM 2004,
Hong Kong, China, Mar. 2004.

[4] R. C. G. M. M. Q. L. Baldoni, R.; Beraldi, “Content-based routing
in highly dynamic mobile ad hoc networks,” International Journal of
Pervasive Computing and Communications, vol. 1, no. 4, pp. 277–288,
2005.

[5] A. Carzaniga and A. Wolf, “Content-based networking: A new communi-
cation infrastructure,” in NSF Workshop on an Infrastructure for Mobile
and Wireless Systems. NSF, 2001.

[6] H.-A. Petrovic, M.; Vinod Muthusamy; Jacobsen, “Content-based routing
in mobile ad hoc networks,” Mobile and Ubiquitous Systems: Networking
and Services, 2005. MobiQuitous 2005. The Second Annual International
Conference on, pp. 45–55, 17-21 July 2005.

[7] E. Yoneki and J. Bacon, “An adaptive approach to content-based sub-
scription in mobile ad hoc networks,” in PERCOMW ’04: Proceedings
of the Second IEEE Annual Conference on Pervasive Computing and
Communications Workshops. Washington, DC, USA: IEEE Computer
Society, 2004, p. 92.

[8] M. M. Sobral and L. B. Becker, “A wireless hybrid contention/tdma-based
mac for real-time mobile applications,” in Proceedings of the 23rd ACM
Symposium on Applied Computing. ACM, March 2008.



 
 
 
 
 
 
 
 
 
 
 

Session 2: Challenges in CyberPhysical and Sensor Systems 

Eduardo Tovar, Bjorn Andersson, Nuno Pereira, Mario Alves, Shashi 
Prabh and Filipe Pacheco 
Highly Scalable Aggregate Computations in CyberPhysical Systems 

 



Highly Scalable Aggregate Computations in Cyber-Physical Systems:
Physical Environment Meets Communication Protocols

Eduardo Tovar, Björn Andersson, Nuno Pereira, Mário Alves,
Shashi Prabh and Filipe Pacheco

IPP-HURRAY Research Group, CISTER/ISEP, Polytechnic Institute of Porto, Portugal
{emt, bandersson}@dei.isep.ipp.pt, {nap, mjf, ksph,ffp}@isep.ipp.pt

Abstract

In this paper, we focus on large-scale and dense Cyber-
Physical Systems, and discuss methods that tightly integrate
communication and computing with the underlying physical
environment. We present Physical Dynamic Priority Dom-
inance ((PD)2) protocol that exemplifies a key mechanism
to devise low time-complexity communication protocols for
large-scale networked sensor systems. We show that us-
ing this mechanism, one can compute aggregate quantities
such as the maximum or minimum of sensor readings in a
time-complexity that is equivalent to essentially one mes-
sage exchange. We also illustrate the use of this mechanism
in a more complex task of computing the interpolation of
smooth as well as non-smooth sensor data in very low time-
complexity.

1. Motivation

Although the Information Technology (IT) transforma-
tion of the 20th century appeared revolutionary, a bigger
change is on the horizon. The term Cyber-Physical Sys-
tems (CPS) [1] has come to describe the research and tech-
nological effort that will ultimately allow interlinking of the
real-world physical objects and the cyberspace efficiently.
A few other terms have been used to describe similar en-
deavors. The term “Internet of Things,” originally aimed
at RFID-related technologies [2], is gradually becoming a
synonym for Cyber-Physical Systems.

The integration of physical processes and computing is
not new. Embedded systems have been in place for a long
time and these systems often combine physical processes
with computing. The revolution will come from massively
networked embedded computing devices, which will allow
instrumenting the physical world with pervasive networks
of sensor-rich embedded computation [3].

With the march of Moore’s law, size and cost of sensor

nodes continue to decrease, thus enabling the implementa-
tion of systems with increasingly larger number of nodes.
Recently, networks with more than one thousand sensor
nodes [4] have been deployed for collaborative processing
of physical information. It is expected that networks with
hundreds of thousands of nodes will be deployed within
a few years from now, thus realizing Mark Weiser’s vi-
sion [5]. In the long-term, one can expect networks with
millions of sensor nodes in operation. Such large-scale
sensor-rich networked systems will generate an enormous
amount of sensor data. Accordingly, important new chal-
lenges need to be addressed. Such systems require rethink-
ing of the usual computing and networking concepts [6].
Furthermore, given that the computing entities interact with
their environment, often timeliness is of paramount impor-
tance.

To illustrate this vision, consider a large-scale dense net-
worked sensor system whose nodes have a common sensing
goal to measure temperature. Now consider the problem
of computing a simple aggregate quantity: the minimum
(MIN) sensed temperature among the nodes at some given
moment. Computing MIN seems trivial, but for systems
such as those described above, it poses an important prob-
lem – communicating sensor data individually makes the
time-complexity of computing MIN a function of the num-
ber of nodes. This is true even if data aggregation is used.

In multihop networks, nodes may self-organize into a
convergecast tree with a base station at the root. Tech-
niques for computing useful aggregated quantities such as
MIN that offer good performance have been proposed pre-
viously [7, 8]. Such techniques for the convergecast topol-
ogy achieve good performance as a result of exploiting the
opportunities for parallel transmission and of en-route ag-
gregation of data.

Unfortunately, these advantages are lost when all nodes
share a single broadcast domain. In a single broadcast
domain (wired as well as wireless), it holds that: (i) a
broadcast made by one sensor node reaches all other sen-
sor nodes; and (ii) if a sensor node transmits a message,



then it can be received by another sensor node only if the
transmission of the message does not overlap in time with
another message transmission.

Even a small broadcast domain (covering an area smaller
than 10 m2) may contain a few hundred sensor nodes [9].
Furthermore, local aggregation between nodes in geo-
graphic proximity can be used as an intermediate step to
compute aggregated quantities among all nodes in a mul-
tihop network; and hence the solution to the problem of
computing aggregated quantities in a single broadcast do-
main forms an important building block for many wireless
(or wired) sensor network applications [10].

2. The (PD)2 Protocol

We have an ambition: being able to compute MIN (or
MAX) with a time-complexity that is independent of the
number of sensor nodes. In fact, we want to compute MIN
with a time-complexity that is equivalent to the time of
transmitting a single message, even if thousands of nodes
are in the same broadcast domain. Is this possible? In this
paper, we provide supporting evidence that the answer is in
the affirmative.

Assume a networked sensor system with m nodes where
each node has an n-bit temperature sensor. Computing MIN
implies that all m individual values are compared. Ordinar-
ily, it will take O(m) message transmissions. Furthermore,
due to packet collisions, we can not assume to transmit all
m messages simultaneously.

For the simplicity sake, we assume that the temperature
values are coded as n-bit unique integers. Starting with
the most significant bit first, let each node send the tem-
perature reading bit-by-bit. Let us consider that the chan-
nel implements a logical AND of the transmitted bits and
for each transmitted bit and nodes read the resulting AND
value in the channel (something straightforward in the wired
medium). Finally, suppose that if a node reads ‘0’ and is
transmitting a ‘1’, it stops transmitting. Then, at the end
of the transmission of n bits, the “observed” value in the
channel will correspond to the MIN. It is as if all m tem-
perature readings were transmitted in parallel. Observe that
for this case of computing MIN, there is no need for mes-
sage payload. Observe that the responses are generated only
as the result of some query that is received by all nodes of
the broadcast domain. Therefore, it is not required that all
clocks agree on a common time.

There exist medium access control (MAC) protocols that
exhibit this logical AND behavior. This family of proto-
cols is known as Dominance (or, Binary-Countdown) pro-
tocols [11]. In the implementations of this protocol (e.g.,
the Controller Area Network or, CAN), messages have a
unique contention field, which typically corresponds to a
priority that is used to resolve the contention for channel ac-

cess. After the completion of contention resolution phase,
the node having message with the highest priority is granted
channel access.

We propose to use the contention field differently: dur-
ing runtime, the contention (or priority) field is computed
as a function of the physical quantity of interest. We de-
note this simple, but powerful, mechanism as Physical Dy-
namic Priority Dominance ((PD)2) protocol. We advocate
its use as a key component in sensor applications where it
is crucial to compute aggregate quantities with low time-
complexity, even for very dense systems. The (PD)2 proto-
col is in fact an example where communication and compu-
tation are tightly connected with the physical environment,
which is a fundamental feature of CPS.

Besides MIN, it has been shown that (PD)2-like mecha-
nism can be used to compute interesting primitives such as
the maximum of sensor readings (MAX), an estimation of
number of nodes (COUNT) and an estimate of the median
of sensor readings (MEDIAN) [12].

MAX can be obtained by computing the MIN of the dif-
ference between a number that is larger than the largest
possible sensor reading and the sensor readings. The in-
tuition behind our method of estimation of COUNT is as
follows: If the contention field is a non-negative random
number obtained at runtime, then the probability that the
minimum value of the contention field is 0 approaches 1 as
the number of nodes get very large. However, if there are
only few nodes, then it is highly unlikely that the minimum
among the random values is zero. From this observation,
one can see that it is possible to estimate the number of
nodes by computing the MIN of the random numbers. For
more details on COUNT, please see [12]. In this case, MIN
is not a function of a sensed physical quantity, instead it
is a function of random variables which are used to esti-
mate a physical quantity. COUNT can then be used as a
basic building block to estimate MEDIAN. A panoply of
functions may eventually be devised out of protocols simi-
lar to (PD)2 since any logical function can be implemented
in terms of the NAND or NOR primitives.

3. Related Work

The (PD)2 protocol is inspired by Dominance proto-
col [11] that was implemented for wired networks in the
widely used CAN bus [13]. In [12], the authors illustrate
that CAN-enabled platforms can be used to compute vari-
ous aggregate quantities using a (PD)2-like mechanism.

WiDom protocol extends the Dominance protocols
to wireless networks consisting of single broadcast do-
main [14]. Wireless transceivers do not transmit and receive
data simultaneously. Therefore, for wireless networks, a
node “transmitting a 1” performs carrier sensing only. All
nodes “transmitting a 0” transmit simultaneously. Thus,
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those nodes that were “transmitting a 1” (i.e., doing carrier
sensing) and sense a ‘0’ being transmitted stop contending
for channel access any further. Given the growing impor-
tance of wireless sensor networks, this extension is signif-
icant. Later, that work was generalized to multiple broad-
cast domains [15]. It is important to note, however, that the
current implementations of WiDom introduce a significant
overhead. To a large extent, this overhead is due to large
switching time of transceiver’s transmission and reception
modes and to the time needed to perform carrier sensing.
This is, nevertheless, a technological limitation that can be
overcome with adequate hardware (see Section 5.3 in [15]
for a discussion on this issue).

WiDom has also been applied to compute aggregate
values of sensor data in multi-hop wireless sensor net-
works [16]. In this case, the algorithm exhibits a time com-
plexity that depends on the network diameter and on the
range of sensor reading values.

In a recent research, (PD)2-based mechanism has been
applied to compute the interpolation of sensor data [12].
This system has also been implemented on CAN-enabled
platforms. The interpolation algorithm of [12] performs
well for smooth sensor data (or, signals). However, its
performance on non-smooth sensor data degrades. In the
following section, we present an interpolation method for
smooth as well as non-smooth sensor data and sketch a
(PD)2-based solution for it.

4. Interpolation with (PD)2

Consider a WSN deployment monitoring physical enti-
ties such as temperature, humidity, noise, ambient light etc.
In this scenario, one may want to obtain an interpolated map
of these entities over the area of deployment. A subset of
data values combined with their sampling location, hence-
forth referred to as data points, is needed to obtain the in-
terpolation. Smaller subset size translates to smaller cost to
compute the interpolation map. In the following, we con-
sider obtaining the interpolation using (PD)2 protocol in a
single broadcast domain. This assumption implies that ev-
ery node of the domain can compute the interpolated map.

A random selection of data points leads to poor interpo-
lated map (Figure 2d). Suppose that an approximate inter-
polation map is given. Then intuitively, a good strategy for
iteratively improving the accuracy of this map is to include
the data point that differs the most from the approximate
map followed by re-computation of the map. In the follow-
ing, at each iteration t the (PD)2 protocol compares actual
data with the interpolated values of step t − 1 locally and
augments the interpolation data point subset with data from
one of those locations that have the largest deviation. Sim-
ulation shows that such a selection of data points produces
surprisingly good interpolation map.

Similar to the work presented in [12], we use weighted-
average interpolation [17] as the interpolation function.
However, we introduce a new criterion to select the data
points that improves the performance of our interpolation
scheme for non-smooth signals as well. The details of this
interpolation scheme can be found in [18]. We present an
overview of the solution next.

4.1 Interpolation Algorithm

Consider a sensor network where each node has a unique
identifier. Let us denote the location of node Ni by (xi, yi)
and its sensor reading by si. Our solution computes the
interpolation map iteratively, and the number of iteration
steps, k, is assumed to be known to all nodes. Let Q de-
note a set of tuples. Each tuple qi ∈ Q is described by
(xi, yi, si), which corresponds to the location and sensor
reading of node Ni. At the beginning of the iteration, the set
Q is empty. At each step of the iteration, one of the nodes
broadcast its location and sensor data value, which is added
to the set Q. Eventually, the set Q contains k elements.
We use a subset, T (x, y), of Q to compute the interpolation
at (x, y). First, we describe the algorithm to construct Q.
Then we follow up with the description of the algorithm to
construct T (x, y) from Q.

We define f(x, y), the function that interpolates the sen-
sor data, as follows:

f(x,y)=

8>>>>>>>>>>>><>>>>>>>>>>>>:

0 if Q=∅;
si if ∃qi∈Q: xi=x∧yi=y;∑
∀qi∈T (x,y)

si×wi(x,y)∑
∀qi∈T (x,y)

wi(x,y)
otherwise,

(1)
where the weights wi(x, y) are given by:

wi(x, y) =
1

(xi − x)2 + (yi − y)2
. (2)

The first case of Equation 1 represents the initialization.
The second case states that if the exact data at some loca-
tion has been communicated, then the exact value is used
as the interpolated value. The third case states that the in-
terpolated value is a weighted average and the weight is the
inverse of the square of the distance.

We construct the set Q by successively adding tuples of
those nodes Ni that have the largest difference between the
interpolated sensor reading f(xi, yi) and the actual sensor
reading si. Formally, let the magnitude of the interpolation
“error” at node Ni be defined as:

ei , |si − f (xi, yi)| . (3)

The node with the largest ei is selected for broadcasting
its data point. This reduces the problem of selection of most

3



Figure 1. Interpolation at a point P

suitable data point for interpolation to the problem of find-
ing MAX. We discussed obtaining MAX using the (PD)2

protocol in Section 2. Observe that the winning node must
also broadcast its position. In order to broadcast a packet
after winning the channel access without collision, we must
ensure a unique winner. We achieve this by appending the
node ID to the contention field. Upon k broadcasts of data
points the construction of the set Q completes.

Now, we describe construction of set T (x, y), which is
used to compute the interpolation at location P (x, y) using
Equation 1. Consider the region containing nodes N1 and
N2 in Figure 1. To obtain interpolation at P , we consider
N1’s data only – irrespective of the difference in the data
values at N1 and N2. Intuitively, if the difference is signif-
icant, for example due to a wall in between the two nodes,
then taking N2’s data into account will lead to interpola-
tion inaccuracy. In other words, N1’s data “masks” N2’s.
Following this argument, we use the nearest neighbor of P
from each of the sectors to construct T (x, y). Therefore,
in this example, T (x, y) = {N1, N3, N4, N5, N6}. More
details can be found in [18].

4.2 Simulation Experiments

We evaluated the performance of our interpolation solu-
tion using simulation (We implemented our own simulator
in C.) We generated a bathtub looking non-smooth sensor
data distributed over 1000X1000 grid (Figure 2a). It may be
noted that this data represents a general distribution of heat
in a room, albeit inverted [12]. We added uniformly dis-
tributed random noise to this data distribution (Figure 2b)
and we used the resulting data with noise for the evaluation
of our algorithm.

Figure 2c shows the interpolation map obtained after
only 20 iterations. The data points selected in the iterations
on the basis of largest error by (PD)2 protocol are marked
with a bar parallel to the z-axis. In Figure 2d, we present an
interpolated map based on random sampling of data points.

One can easily see the merit of our algorithm by comparing
these two figures. Figure 2e shows the result of sampling
1000 data points, which is only 0.1% of the input size. Even
at such a small sample fraction, the reproduction of the orig-
inal data distribution becomes remarkably accurate.

5. Discussions

This work focused on a single broadcast domain. Our
previous work [16] has however shown how to compute
MIN and MAX in a network where a single broadcast does
not reach all sensor nodes. The main idea is simply to form
clusters such that all nodes in a cluster are in a single broad-
cast domain, perform the aggregated computation in each
cluster and then perform convergecast between all cluster
heads. The same idea can be used for obtaining an interpo-
lation of sensor readings even in a network where a single
broadcast does not reach all sensor nodes.

Network coding [19] is a recently proposed technique for
improving throughput in multihop networks. The main idea
is to forward a packet which is not identical to an incoming
packet; instead the forwarded packet is a function (for ex-
ample average values) of incoming packets. Our approach
can also be combined with network coding. Consider the
example where we are interested in finding both the MIN
and the MAX of all sensor readings in the entire network
and consider a network which is not a single broadcast do-
main. We can cluster nodes and apply the MIN and MAX
algorithm in each broadcast domain. We can now consider
the network as a network of only cluster heads (and some
extra nodes to ensure that cluster heads are connected). We
are now facing a network where each cluster head can be
treated as a source node for MIN and MAX and the desti-
nation of these flows are a sink node. Network information
coding can be applied on that network.

6. Conclusions

In this paper we address a problem of paramount impor-
tance: how to compute aggregate quantities in large-scale
dense sensor-rich networks. We advocate that mechanisms
such as the proposed Physical Dynamic Priority Dominance
((PD)2) protocol can be used to devise distributed algo-
rithms able to compute simple aggregate quantities such as
MIN, MAX and even less obvious ones such as COUNT,
with an extremely low time-complexity. With the use of
such a mechanism, MIN (or MAX) can be computed with
a time-complexity equivalent to the time to transmit a sin-
gle value. We illustrated a further use of this paradigm by a
brief description of our ongoing work to compute approxi-
mate interpolations of sensor data.

(PD)2 based approaches are a significant example where
communications and computations are tightly connected
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(a) Original Signal (b) Original Signal with Noise

(c) Improved Scheme (k = 20) (d) Random Data Points (k = 20) (e) Improved Scheme (k = 1000)

Figure 2. Interpolation Example

with the physical environment. One of the key aspects
of computing aggregate quantities with (PD)2-based ap-
proaches is scalability. Our experience with an ongoing
work that exploits such mechanisms on hardware platforms
has led us to conclude that this research direction is very
promising.
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Abstract 

 
The AUTOSAR system is considered as an interesting 

solution to improve reusability of the software developed 
for automotive applications. Furthermore, FlexRay 
network is now considered for network communication in 
automotive applications. In this paper, we study worst end-
to-end response times for periodic tasks communicating on 
AUTOSAR/FlexRay architecture. We first define important 
characteristics of an AUTOSAR V3.0 system and of a 
FlexRay network. We then show how a holistic approach 
of an AUTOSAR/FlexRay node permits a more precise 
worst case end-to-end response times characterization. We 
take into account the AUTOSAR COM interaction model 
in charge of managing the PDUs to be sent on a FlexRay 
network. We consider periodic tasks at the application 
level with real-time constraints expressed by means of an 
end-to-end deadline. 
 

1. Introduction 
 

In today’s automotive systems, multiplexing advantages 
do not further need to be proven. However, the 
development of such systems generally involve different 
teams and suppliers making the integration phase 
complicated. The heterogeneity of involved Hardware and 
Software components and the stringent real time 
constraints that those systems have to fulfill make the 
development process harder and more and more time-
consuming. These are some of the reasons [16] calling for 
a solution that allows a global view of the entire system 
with configurable software modules that improve 
reusability that led to the constitution of AUTOSAR 
(AUTomotive Open System ARchitecture) partnership [1]. 
An application in AUTOSAR is composed of software 

components communicating with signals. AUTOSAR 
Operating System (OS) is an extension of the OSEK OS 
[14]. As OSEK, the scheduling proposed in AUTOSAR is 
FP/FIFO (Fixed Priority/First In First Out). We consider 
the mixed preemptive case where a task can have 
preemptive and non-preemptive codes blocks (see section 
3.1) and an AUTOSAR version 3.0 system. 

Real-Time scheduling has been extensively studied in 
the last forty years. This paper considers the problem of 
correctly dimensioning real-time systems. The correct 
dimensioning of a real-time system strongly depends on 
the determination of the tasks’ Worst-Case Execution 
Times (WCETs). Based on the WCETs, a Feasibility 
Condition (FC) ([7], [10], [11], [17]) can be established 
to ensure that the timeliness constraints of all the tasks are 
always met, regardless of their release times, when they 
are scheduled by a fixed priority-driven preemptive 
scheduling algorithm. The timeliness constraints are 
expressed in terms of late termination deadlines imposed 
on the completion times of the tasks. The classical task 
model considered in the state of the art is the classical 
periodic model defined in section 3.1.  

In addition, when either real-time deterministic 
communication behavior or quick data transfer is 
required, FlexRay [6] is introduced. FlexRay allows the 
transmission of Event-Triggered and Time-Triggered 
messages thanks to its Static (ST) and Dynamic segment 
(DYN). However, configuring a FlexRay cluster is a 
complex activity. Indeed, the designer has to set 39 cluster 
related parameters and 31 node related parameters [6], 
which have to respect a certain construction plan. 
Moreover, to propose dimensioning tools for the 
deployment of applications on FlexRay, it is mandatory to 
prove that FlexRay can grant end-to-end timing bounds on 
communication delays for any message sent by the 



application. Some researchers have already proposed 
analysis techniques for the Dynamic segment of FlexRay. 
In [15], the authors proposed a time-based method for 
computing the worst case end-to-end response times for 
messages sent in the Dynamic segment. The authors use an 
ILP formulation to compute the exact number of FlexRay 
bus cycles during which a message is waiting for 
transmission. However, their computation of the number of 
bus cycles is coarse grained and could bring to conclude 
on the non schedulability of a system while it is. Indeed, 
they consider separately delays rising from (a) local 
higher-priority messages sharing the same slot, as the 
message in study, and consequences of (b) messages in the 
system with lower FrameIDs than the message under 
study. These assumptions drive the authors to consider that 
each communication cycle is filled with either a message 
from subset (a) or with message from subset (b). In [3], the 
authors study the performances of Byteflight which is 
similar to the DYN segment of FlexRay. They conclude on 
its adequacy for the transmission of time critical messages. 
However, the authors assume a quasi-TDMA (Time 
Division with Multiple Access) transmission scheme that 
makes the DYN segment’s behavior similar to the ST 
segment and therefore FlexRay looses its flexibility. In 
[13], the authors address the problem of configuring the 
communication in the Static segment. They consider 
periodic tasks, with deadline constraints, producing 
signals at the end of their executions. They propose a 
sufficient condition for checking the schedulability of a 
system (all deadlines are met). Despite the use of an 
AUTOSAR stack, the authors use a very simple model of 
AUTOSAR, without considering its services. Indeed, they 
do not address either the PDU treatment or the frame 
packing in FlexRay which allows them to suppose a 
constant packing time for the construction of an 
AUTOSAR frame and suppose that each signal fits in one 
FlexRay frame. 

In this paper, we focus on the communication of 
applicative signals (System Signals in AUTOSAR 
Terminology) between ECUs connected by a FlexRay bus. 
We do not address diagnostic messages or network 
management services or Gateway services. We are 
interested in the configuration of the Static segment of a 
FlexRay system where applicative tasks are handled by 
AUTOSAR. More precisely, we are interested in analyzing 
the influence of the assumptions made at the applicative 
level, on the bus configuration.  

In section 2, we introduce both AUTOSAR and FlexRay 
standards. For AUTOSAR, we focus on AUTOSAR COM 
(COMmunication) interaction model. Concerning 
FlexRay, we explain media access mechanisms for both the 
Static and the Dynamic segment. In section 3, we present 
real-time analysis of end-to-end response times for 
AUTOSAR messages sent on a FlexRay network. We first 
recall classical real-time concept and results, with a focus 
on FP/FIFO (Fixed Priority/First In First Out) scheduling.  
We then express the worst case end-to-end response time 

for periodic tasks running in a distributed real time system 
built upon an AUTOSAR stack and communicating over a 
FlexRay network.  
 

2. AUTOSAR/FlexRay communication 
 
2.1. AUTOSAR communication 

 
AUTOSAR, which is a development methodology 

introduced by an automotive partnership for the automotive 
industry, defines layered software architecture. Each layer 
consists of components communicating via standardized 
interfaces. AUTOSAR enables the reuse of already defined 
HardWare (HW) and SoftWare (SW) components and 
aims to smooth the integration process [5]. In AUTOSAR 
methodology, the functional behavior of an application is 
defined in what we call SoftWare Components (SWC). The 
implementation of an AUTOSAR SWC is independent 
from the HW as well as from the physical location of other 
SWCs in the system (See Figure 1). Software components 
interact in a non-concrete way (without any specification of 
the communication) via the VFB (Virtual Functional Bus). 
These communications can be either inside the same ECU 
(Electronic Control Unit) referred to intra ECU 
communication or across a network, referred to inter ECU 
communication, depending on the mapping of the SWC to 
ECUs. In each ECU, the interface between the highest 
layer (the components layer) and BSW (Basic SoftWare 
layers) is called the RTE (RunTime Environment). The 
RTE is the implementation of the VFB on a specific ECU. 
SWCs interact with the services and available resources on 
the ECU via the RTE.  
 

 
Figure 1: AUTOSAR Layered Architecture 

 
In this paper, we only address applicative signals. In the 

following, we only describe communication modules’ 
interactions. The RTE passes communication signals to the 
Services layer and more specifically to COM module 
which has a direct interface to the PDU Router module. 
Below this layer, the ECU Abstraction layer, which is 
independent from the microcontroller, encapsulates among 
other the Communication HW abstraction layer.  

 
 



2.1.1. Signal Transmission flow in AUTOSAR: 
 
AUTOSAR COM receives system signals from the 

RTE module and provides IPDUs (Interaction PDUs) to 
the PDU Router module. An IPDU is associated to the 
AUTOSAR COM module. A network-independent IPDU 
has a maximum length of 8 bytes. An IPDU configured for 
a FlexRay system can be at most of 254-byte length. An 
IPDU encapsulates one to several signals. Signals 
composing an IPDU do not overlap. For each signal, an 
Update Bit may be attached to the IPDU in order to inform 
the receiver about the freshness of received signals. For 
each IPDU, a subset of the encapsulated signals is 
designated as contributing to the calculation of the 
Transmission Mode Selector (TMS). A Transmission 
Mode Condition (TMC), which is a filter in OSEK [14] 
terminology, is attached to each of these signals and 
permits therefore to define this subset. The selection of the 
transmission mode is based on the evaluation of the TMCs 
defined above. The TMS is set to true if at least one TMC 
is true. Therefore, for each IPDU, two transmission modes 
are defined; one for each filtering state of the TMS.  
Within an IPDU, always the latest signal values are 
transmitted. Signals, in COM module, can have either 
“Triggered” or “Pending” Transfer Property. The impact of 
this parameter on the COM module transmission requests, 
for an IPDU, will be explained later. In AUTOSAR COM, 
four different Transmission Modes are defined (in the 
definitions below, a signal refers to a signal contributing to 
the TMS calculation): 

• Direct/N-Times: caused by the transfer of any signal 
with the “Triggered” Transfer Property. In this case, the 
transfer of the signal to COM is immediately followed by 
n (1≤n≤255) transmission requests to the PDU Router 
module for the concerned IPDU. If a new request is 
received, COM cancels the pending transmission requests 
and begins processing the new one. 
• Periodic: COM issues periodic transmission requests to 
the PDU Router. 
• Mixed: combination of both already defined 
transmission modes. In this mode, transmission requests 
to the PDU-Router module are periodically sporadic: the 
IPDU is sent out cyclically and if a value (the same or a 
new one) is given by the upper layer it is also sent out 
directly n times (1≤n≤255). 
• None; in this transmission mode, COM module does 
not initiate transmission requests.   

The influence of the Transfer Property can be summed 
up as follows:  

• A “Pending” signal associated to an IPDU will be 
transmitted if either a signal with “Triggered” property 
within the same IPDU is sent or if there is a timer that 
controls the transmission (case of periodic and mixed 
transmission modes). 

• A “Triggered” signal causes the immediate 
transmission of the IPDU except in the case of a 
“periodic” or “none” transmission modes. 

In this paper, we only consider periodic transmission 
mode. We consider that all signals are pending to 
maximize the worst case response time of the tasks (see 
section 3.2). 

All COM transmission activities are triggered by the 
COM_MainFunctionTx (called within an OS cyclic task). 
For each IPDU, a configurable minimum delay time has to 
be respected between two successive transmission requests 
from COM layer to the underlying layer, in order to avoid 
bursts on the bus. The interface is then informed about this 
transmit request by the PDU Router. The PDU Router does 
not have a Main function and all its processing is done 
within the processing of the COM module.  

The transmission of communication messages can be 
controlled by send requests of the upper layer. In this case, 
we speak about a Transmission with Immediate Buffer 
Access where a communication frame can only contain one 
IPDU. Another transmission is possible, if controlled by 
the FlexRay Interface (FRIf): Transmission with 
Decoupled Buffer Access. The activities of the FRIf 
module are triggered within the FRIf_MainFunction. If 
transmission is controlled by the interface, by mean of the 
Com_TriggerTransmit service, the interface requests 
IPDUs that COM has to provide. In this case, several 
IPDUs can be packed into one frame according to the 
Frame Construction Plan. Communication over a FlexRay 
network is usually based on the latter service. 
 
2.2. FlexRay communication 
 

A large Consortium of automotive manufacturers and 
suppliers has defined the FlexRay communication protocol. 
The latest version (V2.1 revision b) was released in 2004 
[6]. The purpose of this protocol is not meant to replace 
already established and wide used networks from the 
automobile industry e.g.: CAN[4], LIN. FlexRay offers 
larger bandwidth (10 MBits/s) for the needs of future 
embedded applications and flexibility due to the 
combination of Time-Triggered and Event-Triggered 
communications via up to two communication channels. In 
FlexRay, communication is based on the repetition of a 
cycle (gdCycle) that consists in a static segment followed 
by a dynamic segment and terminated by a symbol window 
and a NIT (Network Idle Time) for synchronization. The 
reader can refer to [6] for further information.  

FlexRay defines a deterministic, multi-master, 
broadcasted communication network that allows combining 
synchronous and asynchronous transmissions. This 
protocol supports all possible HW topologies: bus, star and 
mixed and permits redundant communications due to its 
two channels. A FlexRay frame may contain up to 254-byte 
data payload. The Static and the Dynamic segment are 
characterized by a number of slots (gNumberOfStaticSlots) 
and minislots (gNumberOfMinislots). The length of Static 



slots is the same and is characterized by gdStaticSlot. 
Minislots have the length of gdMinislot.  

The media access resembles TTP in the Static segment 
and Byteflight in the Dynamic segment. More precisely, 
the static segment uses the GTDMA (Generalized Time 
Division Multiple Access) mechanism which is more 
flexible than a simple TDMA. The media access in the 
Dynamic segment is based on the FTDMA (Flexible 
TDMA) mechanism [3]. Each node maintains a cycle 
counter “vCycleCounter” that provides the number of the 
current communication cycle. In addition, each node 
maintains a slot counter, which is initialized at the 
beginning of each communication cycle and incremented at 
the end of each slot. Unlike static slots, dynamic slots may 
have different sizes. Indeed, if a node has effectively data 
to transmit in its associated slot, the size of the dynamic 
slot will be of data length. Otherwise, this slot will have a 
minimum size of gdMinislot. In a slot (ST or DYN), only 
one node is allowed to transmit: the node holding the frame 
which its identifier (FrameID) equals the value of the slot 
counter. Bus conflicts are solved by allocating a slot to at 
most one node. FrameID allocation is static and decided 
offline. 
 
2.2.1. Transmission in the static segment 
 

Transmission in the static segment is based on an 
offline generated table that specifies, for each frame: its 
allocated slot, its base cycle and its repetition. The base 
cycle is the first cycle, out of 64, in which the frame is 
scheduled for transmission. The repetition is the period of 
transmission of the frame expressed as a multiple of the 
communication cycle.  

In the static segment, even if a node does not have data 
to transmit in a certain slot of a certain cycle, this slot has 
always the same length. The FlexRay specifications allow a 
node to transmit several times in the static segment. Static 
slot length is a global parameter of the network that could 
be set to the longest frame length to be transmitted. 
However, this approach is very restrictive. Indeed, if we 
consider the FlexRay specifications which limit the cycle 
length to a maximum of 16 ms, frame packing and/ or 
partitioning have to be implemented for better bandwidth 
usage. In [9], the author proposes a method for optimizing 
both cycle length and the number of static slots in order to 
maximize the number of unused slots for future needs. He 
models the problem of configuring the static segment in a 
Multiple Choice Integer Problem with a non linear cost 
function. If such mechanisms are introduced, one has to 
take into account additional communication delays needed 
for frame preparation.  
 
2.2.2. Transmission in the dynamic segment 
 

Transmission in the dynamic segment is based on the 
minislotting mechanism defined for the Byteflight protocol. 
When a node has data to transmit, the allocated slot takes 

the length of the message. Otherwise, the slot equals to the 
minislot length. The Dynamic segment is appropriate for 
communicating Event-Triggered messages where 
transmission takes place when there is data update. 
FrameIDs give priorities to frames: the smallest the value, 
the highest the priority. This flexibility is however poorly 
controlled: messages packed into Dynamic frames will be 
transmitted in the current bus cycle if and only if there is 
enough time (minislots) until the end of the dynamic 
segment. Indeed, the transmission of a dynamic frame 
shifts the minislot counter by its length in minislots. When 
the slot counter is incremented, the node holding the next 
frame to be transmitted compares the value of the minislot 
counter to its parameter pLatestTx. This parameter is set to 
the longest dynamic frame that this node has to transmit. 
As a consequence, in the dynamic segment, the slot counter 
may not reach high values compelling low-priority frames 
to wait several communication cycles before being 
transmitted. 

 A general recommendation for communication 
scheduling of a FlexRay system would be to assign hard 
real time messages to the ST segment and soft real time 
messages to the DYN segment. However, it is not always 
possible to follow this recommendation for few reasons. 
First, ST and DYN segments’ length are set during the 
conception phase. It is therefore not guaranteed that there 
will be enough slots for future system extension.  
 
3. AUTOSAR/FlexRay Real-Time analysis 
 
3.1. Real-time notations and classical results 
 

We consider a set τ = {τ1,…, τn} of n periodic tasks. In 
this paper, a task can be associated to:  

• An applicative task communicating by system signals. 
System signals are managed by RTE tasks.  
• A main function of the considered Basic SoftWare 
modules: 
      -For COM: COM_MainFunctionTx (resp. 
COM_MainFunctionRx) in charge of monitoring PDUs 
to be sent (resp. received). COM_MainFunctionTx and 
COM_MainFunctionRx cannot preempt each other. 
      -For FRIf: The FRIf_MainFunction in charge of the 
monitoring and control of the FlexRay job list execution 
function of the interface. 

A periodic task τi is defined by: 
• Ti, the minimum inter-arrival time (called period) 
between two successive requests of τi; 
• Ci, the Worst Case Execution Time (WCET) of any 
instance of τi; we consider that Ci is composed of ni≥1 
preemptive or non preemptive code blocks. We therefore 

have 
∑

=

=
in

j
jii CC

1
,

where Ci,j is the WCET of code block j. 
We denote NPcbi the maximum WCET of any non-
preemptive code block of τi (NPcbi=0 if τi is fully 
preemptive). 



• Di, the worst case end-to-end relative deadline of any 
task τi. A task requested at time t must be delivered at 
time t+Di at its destination node. 
• Pi the priority of τi (0 is the lowest priority). Any code 
block τi inherits the priority of τi. Moreover, we define the 
following sets: 
      -  hpi={ τj∈τ, such that P j >Pi}; 
      -  spi= {τ j ∈τ, j ≠ i, such that P j=Pi}; 
      -  lpi={ τ j ∈τ, such that P j<Pi}; 

Hence, if τj∈hpi (respectively lpi), then the fixed 
priority of task τj is higher (respectively lower) than the 
fixed priority of flow τi. If τj ∈spi, tasks τj and τi share the 
same fixed priority. In this case, tasks are scheduled 
according to FIFO (Fist In First Out) scheduling. In 
addition to the notations defined above, we use the 
following ones: 

• Ri: the worst case response time of task τi defined as 
the worst case time between the request time of τi and its 
completion time. 

• 
)(tWi :The latest completion time of τi requested at 

time t. 

• )(tW i :The latest starting time of τi requested at time t. 
The worst case response time of a task scheduled 

FP/FIFO has been considered in [12] in the case of FP/DP 
(Fixed Priority/Dynamic Priority) hybrid scheduling where 
a fixed priority is used to arbitrate between tasks and a 
second dynamic criteria is used for tasks having the same 
fixed priority. FP/FIFO scheduling has been studied in the 
context of OSEK by [2] and [8]. For the sake of simplicity; 
we do not consider kernel overheads as in [2]. The 
adequacy of AUTOSAR for real-time scheduling has been 
considered by [8] showing that real-time feasibility 
conditions from the state of the art could be used for 
AUTOSAR. 

From [12], for any periodic task τi released in a busy 
period at time t, we only need to consider the request times 
of τi in [0, Bi,ti,0) where 
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In the case of a preemptive task τi: [2], [8] 
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In the case of a non preemptive task [2], [8], [12]: 
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3.2. Worst case end-to-end response time 

 
We consider, in this paper, a distributed AUTOSAR 

system communicating over a FlexRay network. The 
AUTOSAR stack is supposed to comprise at least an 
AUTOSAR OS and communication modules. We suppose 
that communication modules consist in a COM module, a 
PDU-Router module, a FlexRay Interface and a FlexRay 
Driver. Applicative tasks are supposed to be running 
independently from the FlexRay Global Time.  
 
3.2.1. Applicative communicating tasks 
 

In this section, we show how to compute the worst case 
end-to-end response time of applicative tasks using signals 
to transmit information on a FlexRay network. This worst 
case end-to-end response time is composed of: 

• 1- The time to access COM module in order to write 
(resp. read) data for transmission (resp. reception).  
• 2- In transmission: The time needed to access the 
FlexRay interface (FRIf) via the PDU Router module. In 
reception: the time needed to copy received data in the 
buffer in COM module. 
• 3- In transmission: The time needed by the FlexRay 
interface (FRIf) to construct the FlexRay frame and tell 
the FlexRay Driver module to copy it in the buffer for 
transmission. In reception: the time needed by the FRIf to 
get information about a received FlexRay Frame and to 
inform the upper layer. 
• 4- The time elapsed from the start of the FlexRay 
communication cycle in which the FlexRay frame will be 
transmitted to the start of its associated slot plus the 
communication time needed on the network 

We now consider a task τi requiring a FlexRay data 
transmission and show how to compute the worst case 
response time of the previous four points.  
 
Computation of the worst case response time for 1-:  

 
In transmission, this worst case response time 

corresponds to the time between the sending request of the 



task at the application level and the time the data are 
written in the PDU buffer in COM module. The data are 
written, by an RTE task, in the corresponding statically 
configured PDU buffer by a call to Com_SendSignal 
service. We assume that an applicative task produces the 
data to transmit at the end of its execution. Hence, we 
assume that the call to Com_SendSignal is at the end of 
execution of the task. This worst case response time, 
denoted by Ri,1T, includes the delay due to other applicative 
tasks plus the WCET of the Com_SendSignal API. In 
reception, the applicative task reads the data from the 
receive buffer by calling the Com_ReceiveSignal API. We 
denote this worst case response time Ri,1R.  

 Both worst case response times Ri,1T and Ri,1R can be 
computed with a classical worst case response time 
analysis of FP/FIFO scheduling, using equations (1) and 
(2).   
 
Computation of the worst case response time for 2-:  

 
In transmission: the COM_MainFunctionTx function is 

periodic (TCOM_MainFunctionTx). In the worst case, the 
termination of the PDU write ends when the 
COM_MainFunctionTx starts, resulting in a delay equal to 
the period of the COM main function Tx, before the PDU 
is handled by the COM module. The COM module has to 
send transmission requests for all new PDU (having flags 
set). In the worst case, all configured PDUs must be 
handled and the one under analysis is handled at the end.  
Hence this worst case response time is: 
Ri,2T=TCOM_MainFunctionTx+RCOM_MainFunctionTx 

In reception: when new data is available, the FRIf 
informs the COM module which copies it in its buffer. In 
the worst case, the FRIf informs the COM module when 
the COM_MainFunctionRx starts, resulting in a delay 
equal to the COM main function Rx period. Hence, the 
worst case response time  
Ri,2R=TCOM_MainFunctionRx+RCOM_MainFunctionRx 

RCOM_MainFunctionTx and RCOM_MainFunctionRx can be 
computed by equations (1) and (2) where 
COM_MainFunctionTx and COM_MainFunctionRx are 
considered preemptive. A Sufficient Condition for the 
stability of the system is that the worst case response times 
of COM_MainFunctionTx and COM_MainFunctionRx 
are: RCOM_MainFunctionTx ≤ TCOM_MainFunctionTx. (3) and 
RCOM_MainFunctionRx ≤ TCOM_MainFunctionRx      (4) 
 
Computation of the worst case response time for 3-:  

 
The timing of communication messages is controlled by 

the FRIf module. The FRIf is the only AUTOSAR module 
that must be synchronized to the bus global time in order to 
process transmission and reception of FlexRay frames. 
More precisely, the FRIf main function executes a job list 
that indicates which task to run at which instant; frame 
preparation for transmission, transmission, reception, etc. 
In the worst case, we assume that the FRIf loses 

synchronization with the bus at the start of the FRIf main 
function. In this case, a delay, corresponding to the time to 
synchronize the FRIf, is introduced and has to be taken into 
account in the computation of the RFRIf_MainFunction. 

In transmission: If there is new data, in COM, the FRIf 
will assemble and construct the Frame and tell the FlexRay 
Driver to copy the data in the buffer. The FlexRay Driver 
module does not have a main function. This implies that all 
its functions are executed in the context of the FRIf. In the 
worst case, the PDU Router module has just informed the 
FRIf when a new FlexRay communication cycle begins. In 
this case, the Frame carrying the PDU under analysis will 
wait for a whole FlexRay cycle before being ready for 
transmission. According to AUTOSAR BSW FR Interface 
specifications, a frame has to be transmitted if at least one 
of the contained PDUs has been updated. Nevertheless, in 
the worst case, we consider that all PDUs must be 
transmitted. The worst case response time Ri,3T 
corresponding to phase 3- for transmission is equal to the 
FlexRay Communication Cycle (FrCycle) plus the worst 
case response time of the FRIf main function (idem 
FP/FIFO…) and is denoted by Ri,3T. Hence the worst case 
response time for phase 3- is: 
Ri,3T = FrCycle + RFRIf_MainFunction  

In reception: we assume that, in the worst case, the FRIf 
checks the reception of a frame just before it is received. In 
this case, the received data will wait for a whole FlexRay 
cycle before being processed by the FRIf. The worst case 
response time for 3- in reception is therefore equal to Ri,3T: 
Ri,3R = FrCycle + RFRIf_MainFunction 

A sufficient condition for the stability of the system is 
that the worst case response time of the 
FRIf_MainFunction is: RFRIf_MainFunction≤ FrCycle      (5) 

 
The access delay experienced by a signal since it is 

produced by its applicative task until the FlexRay 
communication cycle in which it is sent on the network is 
denoted by AiT. We therefore have: AiT=Ri,1T + Ri,2T + Ri,3T 
In reception, the access delay of a signal is calculated from 
the instant it is received in the controller to the instant it is 
read by the corresponding applicative task. In this case, we 
have: AiR = Ri,1R + Ri,2R + Ri,3R 
 
Computation of the worst case response time Ri,4 for 4-:  

 
This communication time is computed from the 

beginning of the communication cycle until the end of 
transmission of the frame carrying the data in study. This 
communication time, is computed as follows: 
Ri,4= SlotIdframe,i * gdStaticSlot 
Where SlotIdframe,i is the slot assigned to the frame carrying 
the signal and gdStaticSlot is the length of a static slot. 
Hence the worst case response end-to-end time for a task τi 
denoted Rtotal,i is the solution of: Rtotal,i = AiT +Ri,4 + AiR  

A sufficient condition for the respect of the end-to-end 
response times on an AUTOSAR/FlexRay system is 
therefore:  



• Rtotal,i ≤ Di for all task τi requiring a FlexRay data 
transmission. 
• RCOM_MainFunctionTx ≤ TCOM_MainFunctionTx  and 
RCOM_MainFunctionRx ≤ TCOM_MainFunctionRx  
• RFRIf_MainFunction≤ FrCycle 

 
4. Conclusion 
 
In this paper, we have studied the problem of worst case 
end-to-end response time characterization of periodic tasks 
sent on an AUTOSAR/FlexRay node. We have shown 
important characteristics of AUTOSAR V3.0 system and of 
FlexRay network. We then have shown that a holistic study 
taking into account both AUTOSAR and FlexRay enables 
us to provide more precise worst case end-to-end response 
times. 
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Abstract 

 
One of the most suitable choices for real-time Wireless 

Sensor Networks (WSNs) is the IEEE 802.15.4 protocol. 
Previous research already proved that a bounded delay 
can be achieved  when the cluster-tree operating mode is 
used. While these results are fundamental, there are a 
number of aspects that still have to be addressed in order 
to meet the requirements of real large-scale WSNs, 
namely, low scalability and unbalanced energy 
consumption. This paper shows these limitations through 
simulation results obtained using the Omnet++ tool and 
proposes viable alternatives to address these problems. 
 

1. Introduction 
Wireless Sensor Networks (WSNs) are networks of 

wireless embedded systems with the aim of monitoring and 
controlling a defined area. The number of nodes in such 
networks can be very high, in the order of hundreds or 
thousands. From the functional point of view, nodes can be 
classified as sources, sinks and routers. Sources are sensor 
nodes that monitor a defined phenomenon (e.g. 
temperature) and transmit data, whereas sink nodes are 
those who collect and process data. Routers are nodes that 
are in charge of forwarding data from sources towards the 
sink(s). However nodes can play multiple roles at the same 
time, e.g., sources may also act as routers. 

When a WSN is designed, multiple conflicting 
requirements should be met simultaneously. On the one 
hand, nodes should have sufficient computing and storage 
capabilities and enough bandwidth for transmission, they 
should be able to work autonomously and may have 
different QoS requirements (e.g. limited end-to-end delay). 
On the other hand, devices should have low costs and 
limited energy consumption, so that long lifetime can be 
achieved. 

The IEEE 802.15.4 [1] standard tries to meet these 
requirements. This is a protocol for low-rate and low-
power communications, particularly suitable for low-
energy embedded devices. The protocol allows for varying 
nodes’ duty cycles from 100% to a minimum of about 
0.1%. Moreover the IEEE 802.15.4 features also collision-
free time slots suitable for transmitting real-time traffic, 
called the Guaranteed Time Slots (GTS). The use of this 

feature for star-based topologies has been already analyzed 
both analytically and with simulations in [2,3], whereas the 
properties and the guarantees of the cluster-tree topology 
were analytically derived in [4]. The analytical results 
show that an upper bound on the delay that a frame may 
experience from the source to the coordinator can be 
obtained from the network parameters.  

We believe that the GTS mechanism defined in the 
IEEE 802.15.4 protocol [1] was originally designed for 
networks in which only a small subset of the nodes should 
transmit real-time data, e.g. in home and buildings 
automation scenarios. However, the bounded delay 
capabilities may be attractive also for different scenarios, 
such as Industrial Monitoring and Control Networks and 
real-time Wireless Sensor Networks. While the bounded 
delay property is a common requirement for all these 
applications, there are a number of specific requirements 
which are application-dependent. In this paper we discuss 
the problems and the requirements of real-time WSNs that 
use the 802.15.4 cluster-tree topology.  

The paper firstly shows the performance of the IEEE 
802.15.4 cluster-tree topology under large-scale RT WSNs 
scenarios. Simulation results in terms of throughput and 
delay are presented. Then, the key-aspects that limit the 
suitability for such kind of networks are discussed and 
viable solutions to the major problems are envisaged. The 
remainder of this paper is organized as follows. Section 2 
introduces the IEEE 802.15.4 standard. Section 3 discusses 
the tested scenarios. Section 4 shows the simulation results. 
Section 5 discusses the problems that have to be solved in 
order to effectively realize large-scale IEEE 802.15.4 real-
time WSNs and some possible solutions. Finally, Section 6 
concludes the paper. 

 

2. The IEEE 802.15.4 protocol 
An IEEE 802.15.4 network is composed by three 

different kind of nodes: end devices, coordinators and 
Personal Area Network (PAN) coordinator. End devices 
can produce data, but they have to interact necessarily with 
coordinators. On the contrary, coordinators may also 
perform network management and routing. Each network 
must have a PAN Coordinator, that is the main network 
controller. Nodes can be organized in three different 
topologies, i.e., star, peer-to-peer and cluster tree. In star 
topologies there is only a PAN coordinator and all the 



other nodes must communicate with it. In peer-to-peer (or 
mesh) topologies, each node can communicate with any 
other in its radio range. Finally, in cluster-tree topologies 
the network is organized in clusters, each one with a 
coordinator. Coordinators are hierarchically connected to 
form a tree, rooted at the PAN coordinator. 

The IEEE 802.15.4 MAC protocol features two 
operating modes: a non-beacon-enabled mode, in which 
nodes access the channel using a classical (unslotted) 
CSMA/CA mechanism and a beacon-enabled mode in 
which time is subdivided in superframes, with a slotted 
CSMA/CA mechanism.  

 
2.1. Beacon-enabled Mode 
When nodes operate in beacon-enabled mode, they 
subdivide their time into Beacon Intervals, that are 
delimited by Beacon Frames periodically broadcasted by 
each coordinator. Each beacon interval is divided into an 
active section, called superframe, and an inactive section. 
During the latter, nodes do not transmit and may enter in 
low-power states. The duration of these sections 
determines the nodes’ duty cycle. The duration of the 
Beacon Interval (BI) and the Superframe Duration (SD) 
depend on two parameters, the Beacon Order (BO) and 
Superframe Order (SO), according to the relations 

                   (1) 

 ,                 (2) 
where aBaseSuperframeDuration is a constant defined in 
the standard that denotes the number of symbols that form 
a superframe when SO is 0, and  .  
The duty cycle (DC) of nodes is 

        
 (3) 

where IO is called an Inactivity Order.  
Each superframe is divided into 16 equally-sized slots, that 
form two different periods with different medium access 
mechanisms. They are the Contention Access Period 
(CAP), where the access mechanism is a slotted 
CSMA/CA, and the Contention-Free Period (CFP), where 
the access is regulated by the Guaranteed Time Slots 
(GTS) mechanism. The latter mechanism is the most 
suitable one for real-time traffic, as here frame 
transmission uses a time division access to the wireless 
channel which is more predictable than the CSMA 
protocol. For this reason, this paper addresses mainly this 
operating mode. 
 
2.2. GTS Allocation 

The CFP is divided by the coordinator into Guaranteed 
Time Slots (GTSs). Each GTS may consist of one or more 
superframe slots and is assigned for transmission or 
reception to a single node. Each node can request to the 
coordinator the allocation or the de-allocation of a GTS of 
a defined length. The coordinator on each Beacon Interval 
decides which allocation requests are still valid and how to 
allocate them, then it informs the nodes of its cluster 

through the beacon. Each node receiving the beacon knows 
whether its allocation request has been accepted or not. In 
the first case, the node waits for its reserved slot to 
transmit/receive without collisions, whereas in the second 
case it may try to transmit/receive during the CAP. In each 
superframe a maximum of seven GTSs may be allocated. 
Moreover, the CFP duration cannot exceed a maximum 
value, that is, the superframe duration minus the minimum 
CAP length defined in the standard. A node willing to 
transmit on its GTS checks whether it has enough time to 
complete the transmission within the GTS, considering also 
the waiting time for the ACK reception and an InterFrame 
Spacing (IFS). In that case, it starts the transmission, 
otherwise it will schedule the transmission on the next CAP 
or GTS. 

 
2.3. Guarantees provided by the GTSs 
The allocation of one or more GTSs permits to guarantee a 
defined bandwidth and a maximum access delay for a 
node.  In [3] analytical relations that express the bandwidth 
and the delay guaranteed by n GTSs as a function of the 
superframe parameters are provided. Thanks to these 
relations, it is possible to obtain a higher bound on the 
delay of data transmission from a node to its coordinator. 
Such a delay, in the case of star topology, also coincides 
with the end-to-end delay. In [4] a methodology to extend 
such an analysis to a multi-hop cluster-tree network is 
presented. This work enables the use of IEEE 802.15.4 
cluster-tree networks to support time-constrained traffic. 
However, while the analytical technique is presented as 
general, the results provided in [4] refer to a network with 
a small number of nodes. As WSNs may comprise a large 
number of nodes, we think that further work is needed to 
focus on the scalability of such a protocol. 
 
2.4. Superframe scheduling 
The possible interferences between different clusters are a 
first problem to deal with in the case of a cluster-tree 
network. As a matter of fact, in the IEEE 802.15.4 cluster-
tree topology for each cluster there is a coordinator that 
delimits superframes with beacons. As for real-time WSNs 
it is important to avoid interferences and collisions, while 
designing such networks, the classical coexistence issues 
between multiple IEEE 802.15.4 networks or between the 
latter and other wireless technologies [6-9] have to be 
taken into account. In addition, it is also necessary to adopt 
some strategies to avoid collisions between transmissions 
belonging to different clusters. In [5] an approach, called a 
Time Division Beacon Frame Scheduling is presented, that 
consists in off-line scheduling of the activity periods for the 
different clusters of the tree, so that collisions do not occur. 
The proposed scheduling algorithm subdivides time in 
periodical major cycles, the length of which is the least 
common multiple between the periods of the clusters, and 
then performs off-line scheduling in one major cycle. Such 
a superframe scheduling mechanism is needed in order to 



guarantee that no direct collisions between beacons and 
frames from different clusters occur. Without a similar 
mechanism, the proper functioning of cluster-tree mode is 
not guaranteed. For this reason, this algorithm has been 
adopted in the scenarios here investigated.  
 

3. Our scenarios  
Wireless Sensor Networks may have different 
requirements. They may be proactive or reactive networks, 
meaning that nodes may periodically forward all the sensed 
data or only forward interesting events, such as a value 
reaching some threshold. We believe that the GTS 
mechanism is more efficient for periodic transmissions 
rather than events detection. So this discussion deals 
mainly with large and proactive WSNs. 
A cluster-tree topology can be described with three 
parameters, i.e., the tree height (H), the maximum number 
of routers per cluster (Nrouter) and the maximum number of 
end devices per cluster (Nnode). The tree height parameter 
indicates the number of hierarchical levels in the network. 
All the scenarios that have been analyzed in this paper 
form a balanced tree, which provides approximately the 
same bandwidth to all hierarchical levels. In order to obtain 
comparable scenarios, these have been set-up according to 
the following algorithm: 

1. For each leaf cluster, i.e., a cluster with no child in 
the tree, SO = 0 is assigned; 

2. For each cluster at depth i, SO is assigned the value 
; 

3. Each node is assigned the minimum BO value so 
that the sum of all duty cycles is less than or equal 
to one; so all the clusters have the same BO value.  

All the traffic is real-time and periodic. Periodic frames 
have a constant size. Nodes are randomly deployed, but the 
topology is always a balanced tree, where each cluster has 
the maximum number of routers and the maximum number 
of end devices, as this is the worst case in terms of GTS 
allocation requests. This choice is motivated by our aim to 
assess the performance of the GTS mechanism with a 
varying node number, from very small to very large values. 
 

4. Simulations 
The objective of our evaluation is to assess the 
performance of current IEEE 802.15.4 technology when it 
is adopted to implement large real-time WSNs with cluster-
tree topologies. As it will be shown below, the results of 
these simulations highlighted some limitations  
and thus in Sect. 5 we analyze the sources of such 
limitations and suggest some possible solutions. In order to  
 

TABLE I.  GLOBAL PARAMETERS 
Bitrate 250 kbps 

Frame Length 
13 bytes header  

+ 2 bytes payload 
Total arrival rate 280 byte/s 
End devices per cluster 3 

 
 
 

TABLE II.   NUMBER OF WSN NODES 
 
 

      Child routers per Cluster 

 1 2 3 

1 7 11 15 

2 11 27 51 

3 15 59 159 

4 19 123 483 

 
Tree 

Height 
(H) 

5 23 251 1455 
 

perform this assessment we developed a simulator using 
the OMNeT++ framework [10], a modular and open source 
simulation tool specifically designed for networks and 
communication protocols. We assumed an ideal radio 
channel. The parameters taken into account in our 
assessment are the overall WSN throughput, the maximum 
end-to-end delay and energy consumption in terms of 
nodes duty cycles. End devices and coordinators generate 
periodic traffic towards the PAN coordinator and transmit 
data during their GTSs. Simulations have been performed 
with varying three height and number of routers per cluster.  
The global parameters used for all the simulations are 
shown in Tab. I, while the number of nodes present in each 
tested scenario (with the varying values for H and Nrouter) is 
represented in Tab. II. Notice that, while the number of 
nodes changes, the total workload is maintained at the 
same values, by reducing the arrival rate of single nodes. 
This choice was done in order to assess the scalability of 
the protocol showing the impact of  a varying number of 
nodes while keeping a constant workload.  
 
4.1. Measured throughput 
In Fig.1 is shown the overall throughput with an increasing 
number of nodes.  From Fig.1 we notice that maintaining 
the same number of routers per cluster, the throughput 
noticeably decreases when the tree height is increased. This 
is because the bottleneck for resource allocation is given by 
the routers at the lowest levels. Thus, while the GTSs on 
these routers remain the same, they are used for longer 
paths, with higher delays. So, less packets per time unit can 
be transmitted, with a consequent throughput decrease. On 
the contrary, when the number of routers per cluster 
increases,  the number of GTSs wasted at the lowest levels   

 
Fig. 1. Throughput of the whole network. 



decreases, as the probability that GTSs remain unused is 
low. As a result, the throughput increases (at least, with a 
small number of routers per cluster). The number of routers 
per cluster also changes the way the varying tree high 
affects throughput. When the tree has a small number of 
branches, i.e. when the number of routers per cluster is 
small, the difference in the average throughput between the 
scenarios with different heights is not so pronounced. On 
the other hand, with three routers per cluster there is a large 
throughput decrease when the tree height increases. This 
can be explained analyzing the way simulation parameters 
are varied. In fact, in order to assess the protocol 
scalability the overall workload is kept constant when the 
number of nodes is varied. This is obtained by 
proportionally reduce the arrival rate of single nodes. 
When the number of nodes is high, i.e. 483 and 1455, 
nodes send frames quite infrequently. Notice also that the 
GTSs cannot be de-allocated when no data is present, 
otherwise the delay guarantee could not be maintained. 
What happens in these scenarios is that the allocated GTSs  

 

 

 
Fig. 2.  Maximum end-to-end frame delay. 

are wasted because the owning nodes have no data to send. 
Thus the throughput decreases. 
 
4.2. Measured delay 
Fig. 2 shows the maximum transmission delay of frames 
from the highest level of the tree to the PAN coordinator. 
In the three charts, the maximum delay for trees with height 
H (plotted in the histograms) is compared with the duration 
of H Beacon Intervals (the piecewise-linear plots). We 
notice from the plots that delay is dependent on the tree 
height more significantly when the number of nodes is 
large. In fact, with larger networks, not only the hop 
number, but also the time a frame waits at each tree level 
increases. This is due to two main reasons. First, the 
increased Beacon Interval duration of the clusters, that 
becomes longer as the number of clusters increases due to 
the superframe scheduling algorithm mentioned in Sect. 
2.4. Secondly, the increased concurrency on GTS  
allocations, that causes an obvious decrease on the number 
of GTSs that can be allocated to each node. 
The consequences are the decreased bandwidth guaranteed 
to each node and the increased maximum access delay, that 
also causes a longer permanence of frames in the nodes’ 
queues at each hop.  
The effect of the increased network size can be noticed 
also by comparing the histograms and the lines in Fig. 2.  
When packets are spread over multiple tree branches, the 
maximum end-to-end delay (shown in Fig.2c) is quite 
similar to the duration of H Beacon Intervals, where H is 
the tree height. This happens because frames at each level 
usually find relatively empty buffers, so that the wait for 
the hop to the next level may take only a Beacon Interval, 
i.e. the time until the GTS of the node that has received the 
frame starts. On the other hand, when most of the packets 
converge on a few tree branches, the coordinators’ buffers 
are populated very quickly, so a frame may need to wait for 
several Beacon Intervals before it can be transmitted. In 
that case, the difference between histograms and lines 
increases noticeably, as shown in Fig.2a. 
 
4.3 Energy consumption 
It is well-known that in WSNs the energy consumption of 
sensor nodes is dominated by the radio transceivers. In 
addition, the difference between transmitting and receiving 
states is usually quite small, while the difference between 
these active states and the low-power states is of some 
order of magnitude. In this context, energy consumption is 
almost proportional to the duty cycle of the nodes, so it 
entirely depends on the configuration of the given network 
scenario, and in particular on the tree height and the 
number of routers. As an example, Fig. 3 shows the duty 
cycles of the nodes for a network with H=5 and Nrouter=3. 
As a router at defined height has to forward the packets 
generated from both its end devices and the nodes at higher 
levels, the nodes’ duty cycles grow exponentially with the 
decreasing height. 



 
Fig. 3.  Duty cycles of nodes as a function of the 
tree height. 
 

5. Discussion 
In this section, starting from the results obtained by our 
simulations, we discuss the two limiting factors we found, 
i.e., scalability and energy consumption, and outline 
potential research directions towards suitable solutions to 
the identified problems.  
 
5.1 Scalability 
Comparing the results of the different topologies in Fig. 2, 
the first thing we notice is that, even though delay is 
proven to be bounded, it turns out to increase rapidly as the 
tree grows. However, this is an expected result, as here, in 
order to avoid contention, backoffs and the other sources 
of unpredictability, a time division medium access is used. 
While this technique is able to guarantee bounded 
transmission delays in presence of no frame loss, the 
bandwidth reservation mechanism is a bottleneck. In Fig. 1 
it is clearly visible that, when more complex topologies are 
used, the throughput drops down. As there is no time waste 
due to collisions, such a low throughput means that under 
those conditions the channel utilization is not very 
efficient.  
In large WSNs, the number of sensor nodes may be in the 
order of hundreds or thousands. With such topologies the 
currently available IEEE 802.15.4 technology would yield 
to excessive delays, thus it does not scale well. 
The causes of the scalability problem are manifold, as well 
as the way this issue could be addressed. First, while using 
GTSs with cluster-tree forwarding schema is a fundamental 
choice to achieve bounded delays, the exclusive use of 
such a method is also a limiting factor. In fact, the IEEE 
802.15.4 standard can use only 7 GTSs per superframe, 
that for WSN applications may be a too little number. An 
increase of the maximum number of GTSs would increase 
also the channel utilization, but it would require also the 
modification of the IEEE 802.15.4 standard.  A possible 
solution is addressed in [11], where an implicit GTS 
assignment is proposed. Another approach that does not 
need modifications in the standard would be to reduce the 
amount of data to be transmitted with GTSs. In fact, the 
standard imposes a minimum length of the CAP period, 
that is wasted if all data is transmitted through GTSs. So, 

an important research topic on 802.15.4/ZigBee-based 
WSNs could be the design and optimization of the 
forwarding selection strategy on a per-packet or per-flow 
basis. In fact, the ZigBee protocol provides the possibility 
of choosing between both Ad Hoc On Demand Distance 
Vector (AODV) and cluster-tree strategies. The AODV 
protocol may offer better average performance as it may 
use shorter paths [12], but  its delay is not bounded. If part 
of the traffic is forwarded using the CAP and the AODV 
routing, the real-time traffic forwarded through the cluster-
tree approach will benefit from the lower amount of 
requested bandwidth. When different types of traffic (i.e. 
real-time and non-real-time) are present, the selection may 
be performed off-line, based on the requirements or the 
criticality of the different traffic types. But the most 
challenging case is when, as in the scenarios simulated 
here, all the traffic has real-time requirements. In these 
cases the forwarding strategy selection to increase the 
efficiency and the scalability for real-time traffic should be 
performed on-line. A clever selection strategy may enhance 
both timeliness and channel utilization, but some real-time 
requirement may need to be relaxed. In fact, only cluster-
tree routing strategy features bounded delay. Nevertheless, 
it might be possible to meet soft real-time constraints with 
some modifications of the AODV routing protocol adopted 
in ZigBee. Another factor that highly affects the scalability 
of the cluster-tree approach is superframe scheduling in 
order to avoid beacon collisions. As GTS are used, the 
most suitable way to avoid direct beacon collisions is the 
time division approach, which further limits the network 
scalability. An algorithm to simultaneously schedule 
superframes of coordinators which are far enough from 
each other (i.e., that do not collide) has been presented in 
[5]. While this approach avoids direct beacon collisions, it 
is not able to avoid indirect collisions, so other solutions 
should be investigated.  
Another possible research topic may be the analysis of 
slight modifications of the IEEE 802.15.4 standard to 
further improve the parallelism between transmissions 
occurring in different clusters. As an example, a Frequency 
Division Multiple Access (FDMA) technique for different 
clusters might be introduced. Another option could be to 
allow an overlap between the contention access periods of 
the different clusters. In this context, the main challenge 
would be the coexistence of scheduled CFPs with a single 
shared CAP, the former to guarantee real-time traffic, the 
latter to reduce the bandwidth waste and also the latency 
for real-time traffic. The increased parallelism may 
decrease the delay due to superframe scheduling, but it 
does not allow to increase the chance to successfully 
allocate a GTS. Such an increased parallelism could even 
worsen this aspect. In fact, because of the tree topology, 
each router at depth i has also to forward the data of each 
child, i.e., nodes with higher level in the tree.  As the root 
of the tree, i.e., the PAN Coordinator, also acts as the Sink 
node collecting all data from sensor nodes, the amount of 
data increases exponentially with the decreasing tree 



height. A solution to this problem may be represented by 
topology optimization. As shown in Fig. 2, the end-to-end 
delay from the source sensor node to the PAN Coordinator 
is strongly dependent on the tree height, so if data flows 
with different delay constraints are present in the WSN, 
interesting results might be obtained through algorithms 
that cleverly select the tree-height of nodes so that a utility 
function is optimized. As an example, such a utility 
function may represent the number of real-time data flows 
that could be admitted and may also consider the gain from 
the use of data aggregation techniques. Also the design of 
optimized aggregation algorithms for cluster-tree 
topologies may be considered as a research issue. 
 
5.2 Energy Consumption 
Energy consumption in real-time WSNs is a challenging 
problem, as often the delay requirements clash with energy 
saving techniques. The IEEE 802.15.4 protocol is capable 
of working with reduced duty cycles and previous work 
already analyzed the energy-delay tradeoff. The required 
duty cycles as a function of the delay bound are analyzed in 
[3], while in [5] the problem of finding optimal duty cycles 
for cluster-tree networks is addressed. These approaches 
can decrease the overall energy consumption of the WSN. 
However, for a WSN it is usually more important to 
prolong the network lifetime rather than to reduce the total 
energy consumed by nodes. It has been shown in [13] that 
in order to maximize the network lifetime, it is not enough 
to reduce the energy consumed by single nodes or single 
paths, but the energy consumption on nodes should be 
balanced. However, what happens with IEEE 802.15.4 
cluster-tree networks is different. As shown in Fig. 3 (and 
also in [5]), nodes’ duty cycles are dependent on the tree 
topology and increase for the nodes which are close to the 
root. Furthermore, differently from other cluster-based 
approaches for WSNs, 802.15.4 cluster-tree networks 
feature static clustering with fixed duty cycles. As they 
have higher duty cycles, nodes at the lowest tree heights 
will drain out batteries quickly. As they are crucial in 
forwarding data to the PAN Coordinator, for other WSN 
nodes it will become impossible to deliver their data, 
although their energy is not exausted. In order to prolong 
WSNs lifetime, more sophisticated energy handling 
mechanisms are needed, aiming not only at reducing the 
nodes’ duty cycles, but also at balancing them. This can be 
obtained in several different ways. One possibility is 
envisaging some modifications in the standard, such as, 
putting nodes in sleep state during the GTSs assigned to 
other nodes or performing periodical topology changes in 
order to balance energy consumption. Other approaches 
that could also be investigated are optimized data 
aggregation techniques and topology optimization for real-
time cluster-tree networks. These approaches would reduce 
the bandwidth required and could be used to lower either 
the latency or the nodes’ duty cycles. The tradeoffs 
between these two aspects should be also investigated. 

6. Conclusions 
This paper discussed the use of the IEEE 802.15.4 cluster-
tree topology to implement large-scale real-time WSNs. 
Two main problems were found that have still to be solved, 
i.e., low scalability and unbalanced energy consumption. 
The paper discussed the sources of these problems and 
outlined some viable strategies to deal with them, which 
represent interesting issues to be investigated. 
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